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Highlights:

e Four generative models are compared systematically for medical applications.

e Applications span clinical support, synthetic imaging, drug discovery, literature, and education.
e  Major issues include hallucination, privacy concerns, bias, black box nature, and regulatory gap.
e Further development needs trustworthy Al, ethical governance, and collaboration.

Abstract: Generative artificial intelligence (Al), which uses the probability distribution of real-world
data and generates new content by learning it, is becoming a powerful tool for use in medicine. In this
paper, we will systematically review the progress made in research, major applications, and challenges
of the use of generative Al in the medical field. Firstly, we give a brief introduction to the probabilistic
background of generative models and then describe four kinds of models, including generative
adversarial network, diffusion model, variational autoencoder (VAE), and large language model.
Technical features and their potential usage in the medical field will be discussed. Secondly, we
systematically investigate their applications in five fields, which include clinical decision-making,
synthetic medical imaging, drug discovery, processing of medical literature, and medical education.
From our review, it is clear that generative Al has a lot of capabilities when it comes to increasing
efficiency and accuracy in health care delivery, drug discovery, and medical education. Nonetheless,
there are several challenges associated with this technology, including factual errors, hallucinations, data
privacy concerns, algorithmic bias, and difficulties in attributing responsibility. In light of these
limitations, it is vital for generative Al technology to play the role of an assistant to medical professionals
as opposed to taking their roles. The future will require the creation of reliable technologies like
uncertainty quantification, explainable Al, and retrieval-augmented generation (RAG).
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1. Introduction
1.1. Challenges facing the medical field

Due to changes in the demographic structure of the world and rapid progress in technology, contemporary
medicine is facing challenges which are unprecedented in their nature. They are not only related to the
changing spectrum of diseases but also to the structural contradictions inherent to the health care system [1].
All this has led to the revolution in the model of health care and development of new technologies. First
of all, the problem of data explosion in medicine has been highlighted [2]. It is crucial to derive useful
information from the data mass to help make proper diagnosis and treatment.

Moreover, the disproportion between the supply and demand of healthcare resources on the global
scale is growing more and more obvious. In the first place, the process of population aging aggravates,
and the rate of chronic diseases is growing, thus significantly raising the need for healthcare services in
society [3]. At the same time, the long and expensive training of highly skilled medical professionals
makes it difficult to satisfy the increased need for healthcare services in certain regions. The most
complicated problem arises in remote and underdeveloped areas, where the shortage of well-trained
healthcare staff becomes critical both by quantity and by their allocation. Moreover, the labor resources
for the provision of primary healthcare are mostly concentrated in economically advanced territories,
which makes the work of primary healthcare facilities even less effective [4,5].

The last challenge that arises due to heterogeneity concerns the disease pathology itself. Heterogeneity
of pathogenesis of many diseases, including cancer, is extremely high [6]. It means that one disease can
show completely different features regarding clinical course and treatment depending on the patient.
Thus, there is a need among professionals for precision and personalized medicine that would require
decisions to be made by taking into account a full and detailed understanding of the patient [ 7]. But then again,
to process such complicated information, one needs a high degree of competency, which at present is missing.

1.2. Comparison with existing surveys

Recent studies on generative Al in medicine have also included several surveys; however, the scope of
the majority of these surveys has mainly been limited to either one family of models or one field of
applications. Most surveys have been devoted exclusively to large language models (LLMs), describing
their development from early pre-trained language models, evaluating their performance for various
clinical tasks, and discussing problems of fairness, accountability, transparency, and ethics [8,9]. Several
surveys have concentrated on only one type of architecture used for generative models, for example,
Generative adversarial networks (GANSs) used for analysis of medical images [10]. In addition, some
reviews have been based on certain applications of generative models in clinical settings, such as medical
education [11], precision and personalized medicine [12], and de novo drug design [13,14]. Ibrahim
et al. [15] covered several classes of models and different types of data but were limited to one type of
application, namely data generation and evaluation of generative models.

This study, on the other hand, uses an all-encompassing approach, making it different from the
existing studies. We will not confine ourselves to one family of models or one application domain, but
instead discuss four major families of generative models and juxtapose their probability basis, technical
aspects, and applicability to medicine. Following from that, we consider their application in five key
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fields of medicine and incorporate issues and future directions of each of them in one coherent

framework. Table 1 provides a comparison between this study and several existing reviews.

Table 1. Comparison of this review with representative existing surveys on generative Al in medicine.

Survey Model Classes Application Domains Primary Perspective
Covered
He et al. [8] LLMs Healthcare applications Development roadmap from PLMs to LLMs;
data, applications, accountability and ethics
Zhou et al. [9] LLMs Clinical diagnostics, Development principles and deployment of
medical education, efc. medical LLMs; performance benchmarking
Heng et al. [10] GANs Medical image analysis GAN architectures for image synthesis,

Preiksaitis & Rose Generative Al

[11]
Ghebrehiwet et al.
[12]
Ibrahim et al. [15]

Deep generative
models

GANSs, VAEs,
diffusion, LLMs
Deep generative
models

Cheng et al. [13]

Generative Al

GANS, diffusion,
VAEs, LLMs

Tang et al. [14]

This review

Medical education

Precision and personalized
medicine

Synthetic data across
multiple modalities

Drug discovery

Drug discovery

Clinical decision support,
synthetic imaging, drug
discovery, literature,
education

segmentation, classification, and reconstruction

Scoping review of opportunities, challenges, and
future directions in education

Synthetic data generation and DGMs for
personalized medicine

Synthetic data generation techniques,
applications, and evaluation

De novo molecular design

Small-molecule and protein generation

Unify probabilistic foundations of four model
classes with cross-domain applications,
challenges, and governance

1.3. Contributions

The contribution of the paper can be outlined in the following manner:

(1) A detailed, up-to-date review is carried out that specifically combines the probabilistic

background, technical peculiarities, and medical application potential of four leading generative models
(GANSs, diffusion models, VAEs, and LLMs). Previous reviews in the field have not included any

comparisons of various models.

(2) The applications of generative Al in medicine have been analyzed in five main areas, with

representative papers reviewed, and their clinical potential assessed. This is supposed to give an

organized roadmap for the specialists in the field.

(3) Major obstacles have been outlined, and a strategic framework proposed for technical and

governance purposes.

1.4. Outline of paper

The structure of the rest of this paper is as follows. Figure 1 presents the general framework for the
applications of generative Al in medicine. In Section 2, the basic probabilistic concepts in generative Al
and their systematic discussion are provided for four fundamental model classes. The applications of
generative Al in clinical decision support systems, including intelligent diagnostic reasoning, personal
treatment planning, and clinical documentation automation are presented in Section 3. Synthetic medical
imaging, involving data augmentation, cross-modal transformation, and few-shot generation, is presented
in Section 4. Applications of generative Al in drug discovery, involving molecular generation, clinical
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trials simulation, and patient recruitment, are presented in Section 5. The seventh section analyses the
influence of the technology on medical education and training, covering personalized learning, virtual
simulation of the clinical practice, and intelligent assessment technologies. The eighth section focuses
on the critical issues faced by the discipline, which include factual errors, “hallucinations,” ethical issues
connected with privacy and bias problems, and lack of academic and regulatory standards. Finally, the
ninth section presents future perspectives, analyzing the technological trends and governance techniques
necessary for developing a reliable and human-centered intelligent healthcare ecosystem. The tenth
section concludes the research and restates the role of generative Al as an assistance technology.

Systematic review & Technical integration Challenges & Forward-looking
Integrate four mainstream generative models Identify key technologies and ethical challenges
(GANs, Diffusion, VAEs, LLMs) Propose technological and governance strategies

Generative Al in medical image processing

Clinical decision Medical image Research and Medical literature Medical education and
support synthesis development of drugs processing training
* Intelligent diagnostic * Data augmentation * New molecule design * Intelligent literature * Personalized learning
reasoning * Cross-modal synthesis * Clinical experiment retrieval * Virtual case simulation
* Personalized treatment * Small sample learning simulation * Automatic summary * Intelligent assessment
¢ Clinical document * Patient intelligent generation feedback
automation recruitment * Review assistance writing

Figure 1. The main application framework of generative Al.
2. Generative models in medicine
2.1. The probabilistic nature of generative Al

Early and contemporary applications of Al in medicine have mostly centered on classification
algorithms. The crux of these methods lies in learning decision boundaries, that is, assigning labels or
categories to the input data. Simply put, these models try to model the conditional probability distribution,
where is the probability that the output y belongs to a particular category given the input x. While
discriminative Al models like support vector machines, random forests, and early deep learning
techniques have been hugely successful in certain applications such as detecting lung nodules, thereby
enhancing efficiency and accuracy of diagnosis, their area of application is comparatively narrow; they
can be seen as “analyzers” or “classifiers” and are not suited to deal with situations in clinics that demand
creativity, reasoning, and content creation.

Over the last few years, fueled by advancements in computing power and algorithms, generative Al
has come into being. In terms of probabilistic modeling, the main aim of generative Al is to learn the
intrinsic probability distribution of the data and sample from it for creating new and varied content.

Suppose that observed data come from an unknown and highly complex true probability distribution.
The task of a generative model is to approximate this true distribution through training using a limited
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number of observed samples, thereby constructing a parameterized model distribution, where 0
represents the model parameters. Once the model successfully learns, new data instances can be sampled
from this distribution. These new samples should be statistically “identically distributed” to the real data,
thus exhibiting features similar to, yet innovative compared to, the real data.

To achieve more controllable generation, the concept of conditional generative models was
introduced. Their goal is to learn the conditional probability distribution of the data given certain
conditional information ¢ The model is trained by maximizing the conditional likelihood, enabling it to
generate new data x that meets the specified requirements, with diversity, based on the given condition c.

In recent years, the technological drivers of generative Al have primarily been a series of deep
generative models capable of effectively fitting high-dimensional, complex probability distributions,
such as GAN [16,17], Diffusion Models [18,19], Variational Autoencoders [20], and LLMs that have
demonstrated remarkable capabilities on large-scale corpora [21-23]. Below is an overview of the deep
generative models that have become popular due to their use of the principle of probability distribution
in different ways.

2.2. Main generative models

The fast progress of generative Al is due to the creation and continuous evolution of a set of core models.
Even if their realization methods differ from each other, the key aim of all of them is the study of the
data distribution and the generation of new content. The next section describes several generative models
with great application potential in medicine.

GANs comes from game theory. They are implicit generative models. Rather than specifying a
particular probability density function, they learn to convert a simple prior into the complicated data
distribution. It is achieved by adversarial training between Generator (G) and Discriminator (D).
Generator’s target is to make the distribution of its outputs as similar to the data distribution as possible,
whereas the objective of the discriminator is to differentiate between samples generated by and those
sampled from. At the end of the day, this game gives the possibility to generate highly realistic data. In
the field of medicine, GANSs are highly applicable for generation of medical images and data augmentation
when there is a lack of annotated data. Their main features are high generation speed and image quality,
although training can be rather unstable and generation diversity insufficient.

Diffusion models represent a family of likelihood-based models, whose ideas come from non-equilibrium
thermodynamics. In this case, the diffusion process is chosen in advance, and the model performs a fixed
forward diffusion process which transforms data to pure noise. Then, it learns a parameterized reverse
process, meaning learning how to transform noise back to the initial data through gradual “denoising”.
In other words, from the probabilistic point of view, the model learns how to revert a gradually noising
Markov chain and, consequently, learn the true data distribution. With the right choice of architecture
and training scheme, the training objective of diffusion models can be simplified to predicting the noise
at each step of the chain. The major advantage of such an approach is the possibility of generating
high-resolution complex medical images with a controllable process. The only downsides are the low
sampling speed and high computational cost.

Likewise, the VAE belongs to the likelihood family of generative models. With a neural network
called the encoder, input data x is projected to the latent space to learn the posterior distribution of
the latent variables. Following that, another neural network is used to reconstruct the input from the
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latent variables, learning the conditional distribution. The model is optimized by the Evidence Lower
Bound (ELBO) that is a trade-off between the accuracy of reconstruction and the regularization of the
latent space distribution. Once training is completed, we can sample z from the prior distribution and
generate new data using the decoder. Generally, the VAE-generated samples have high diversity, and the
latent space is continuous, making it possible to perform interpolation and attribute editing on the latent
space. In medicine, VAE can be applied for multimodal image or molecular structure generation,
although the quality of the images generated is not as high as GANs or diffusion models.

In most cases, LLMs use the Transformer framework, which is a kind of autoregressive model for
discrete sequences. From the point of view of probability theory, the essence of LLMs is learning the
joint probability distribution of words. Due to the chain rule, it is possible to write the joint probability
in the form of a product of conditional probabilities. The model makes predictions of the next word xt
using the conditional probability of it depending on all previous words. With training on large text
collections, LLMs are able to capture language patterns and knowledge, and, thus, generate reasonable
texts on a certain prompt. In the field of medicine, LLMs can be used for clinical text generation,
assisting diagnostic reasoning, medical literature summarization, patient education material creation,
and other NLP tasks. Their advantages include language understanding capability and multi-task
adaptability, yet the drawbacks include the “hallucination” problem when LLMs generate plausible, but
factually wrong text and, therefore, threaten the factual correctness of the output. Table 2 presents a
comparative summary of the common uses, strengths, and weaknesses of these four generative model
types in the medical domain.

Table 2. Typical applications, advantages and disadvantages of generative models in medicine.

Generative Suitable Task  Typical Applications in Advantages Disadvantages

Model Types Medicine
Image Synthetic medical images, data High image quality, fast Unstable training, prone to

GAN generation and  augmentation, pathological generation speed, suitable  mode collapse, limited
enhancement feature generation for small sample learning  generation diversity
High-fidelity . . L Extremely high image High computational cost,

e s image High-resolution medical image quality, controllable .

Diffusion . . . . slow generation speed,
generation and  generation, cross-modal generation process, suitable . . .

Models ) . high data requirements for
cross-modal conversion for complex structure trainin
conversion generation &
Molecu'lar Molecular generation, Gooq generation diversity, Image clarity often inferior
generation and . . continuous and e

VAE multimodal data generation, ) to GANSs or diffusion
latent space . . interpretable latent space,
. . image reconstruction . models
interpolation stable training
Natural Clinical diagnostic reasoning, Strong natural language “Hallucination”

LLMs language automatic document understanding, strong phenomenon, dependence

processing and
text generation

generation, patient education
text, literature summaries

multi-task adaptability,
good interactivity

on training data quality,
poor interpretability

3. Application of generative Al in clinical decision support

Al technology is becoming an integral component of clinical decision-making support systems, not as
an independent tool, but rather as a composite system of support encompassing the cognitive,
therapeutic, and documentation spheres of medicine. As illustrated in Figure 2, its clinical applications
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can be organized into three complementary pillars: intelligent diagnostic reasoning and differential
generation, personalized treatment plan generation, and clinical documentation automation.

Intelligent Diagnostic & Personalized Treatment Clinical Documentation
Differential Reasoning Plan Generation Automation
* Interpret clinical cases * Generate personalized treatment * Draft clinical notes
* Assist diagnostic recommendations summaries
reasoning * Identify drug interactions » Convert to patient-
* Generate differential * Recommend rehabilitation plans friendly language
diagnoses * Assist medication management *  Summarize key
» Provide alternative decision clinical information
perspectives

— | o

Safe, Assisted Clinical Deployment

Figure 2. The application framework of generative Al in clinical decision support.
3.1. Intelligent diagnostic reasoning and differential generation

Several research studies have assessed the performance of the Al models with respect to their diagnostic
capability based on clinical cases and real-world clinical data. For instance, Pagano et al. reported that
the performance of the GPT-4 model is very impressive with respect to its ability to diagnose various
diseases with 100% accuracy and its ability to provide treatment recommendations with 83% accuracy
when compared with the expertise of physicians with respect to diagnosing and treating the patients with
osteoarthritis of knee and hip joint [24]. The performance of ChatGPT model has been tested by Rao et al.
based on 36 clinical snippets and it provided an accuracy of 71.7% with 76.9% accuracy for the last
diagnosis-related snippet [25]. In order to mitigate the knowledge-related limitations of the generic
model, Li ef al. proposed the ChatDoctor model [26]. Moreover, Hoppe et al. reported that, apart from
performing better than GPT-3.5 in terms of diagnostic precision in emergencies of internal medicine,
the performance of GPT-4s was better than that of the emergency medicine residents, and GPT-4s could
swiftly generate differential diagnoses that could guide the physicians [27]. In addition to this, it has
been shown through several studies that there exists sequence dependence in the perceptual decision
making involved in the analysis of medical imaging, which means that perceptual decisions in relation
to the analysis of medical images can be affected by the previous images seen by the individuals. For
instance, Ren et al. reported that when individuals look at authentic GAN-generated mammograms, then
their decision making is systematically affected by the images they have previously observed [28].

The above-discussed studies show the enormous potential of the use of generative Al in diagnostic
reasoning and differential diagnosis; especially when there is sufficient knowledge involved, the
performance of generative Al in diagnosis can be comparable to or even exceed that of residents. But
most of the existing studies are retrospective and conducted on standardized patients or on certain
diseases, without any prospective and machine-controlled study in a clinical setting. The performance
of the model is very much dependent on the nature and completeness of the data provided, and its
generalizability and validity are questionable when used for rare diseases or complex complications.
Table 3 provides the performance of selected generative Al models used in the discussed diagnostic studies.
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Table 3. A performance comparison of generative Al in diagnostic tasks.

Study Model Task/Scenario Sample Size  Main Results Control Group
Performance
Pagano et al. GPT-4 Knee/Hip 100 100% diagnostic Comparison with
[24] Osteoarthritis retrospective  concordance; 83% orthopedic specialists,
Diagnosis & cases treatment concordance complete diagnostic
Treatment match
Raoetal [25] ChatGPT Full-process 36 Overall accuracy No direct comparison
(GPT-3.5) clinical decision-  standardized  71.7%; final diagnosis ~ with physicians;
making cases 76.9%; differential accuracy improved with
diagnosis 60.3% more information
Lietal [26] ChatDoctor ~ Understanding and 10,000 test F1 score 0.8446, Superior to general
(LLaMA responding to real  dialogues significantly better than ChatGPT, especially
fine-tuned) patient dialogues ChatGPT’s 0.8406 skilled at understanding
(P<0.001) patient descriptions
Hoppe et al. GPT-4 vs Internal medicine 100 real GPT-4 score 1.76/2.0, GPT-4 significantly
[27] GPT-3.5 emergency emergency superior to GPT-3.5 outperformed residents
diagnosis patients (1.51) and residents (P=10.01)
(1.59)

Despite impressive accuracy statistics, these studies should be regarded as proof-of-concept
experiments rather than clinically verified facts. The majority of studies are based on retrospective
data [24,27] or controlled and standardized trials with predetermined outcomes [25], which remove all
uncertainties associated with actual medical practice. In addition, there is still no generative Al-based
diagnosis technology that was successfully tested during a prospective randomized control trial
conducted in a real-world medical environment, nor have any been officially approved by the regulators
as an independent tool. Thus, while current research results show a great potential for further
investigations, they cannot be confused with practical readiness for clinical application because of close
connection between the quality of data provided and clinical relevance of a case [25].

3.2. Personalized treatment plan generation

Al that generates customized treatments based on the specific clinical information of each patient is
expected to assist physicians in creating more precise treatment plans. In orthopedics, for instance, Li et al.
claimed that generative Al could precisely adjust the rehabilitation plan based on the condition of
individual patients to ensure training safety and achieve optimal results. Moreover, with the use of
wearable technology and virtual reality, real-time monitoring and interactive guidance can be obtained
in the process of rehabilitation, thus increasing the quality of rehabilitation at home [29]. In precision
oncology, the technology is able to analyze multidimensional patient-specific information such as cancer
type, TNM staging, histological type, molecular markers, and expression status to create highly
customized recommendations for treatment plans [30]. In terms of medication management, Roosan et al.
discovered that ChatGPT could accurately diagnose drug interactions, propose treatment plans, and
formulate management plans for 100% accuracy of both simple and complex cases [31]. A study by
Liu et al. also showed that although Al-generated clinical decision support recommendations are not
widely accepted directly, they could give new perspectives and help experts rethink treatment plans [32].

Nevertheless, the body of evidence that supports the above-mentioned applications is still mostly
preliminary. The studies use retrospective data, standardized small sample sizes, or preselected small
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cohorts with minimal prospective or randomized validation in real life [30,31]. Despite the perfect
accuracy found by Roosan et al. in carefully selected cases, the controlled environment hindered the
applicability to the complexity of real-life practice [31]. Likewise, a meta-analysis of Watson for
Oncology showed the high consistency in cases of early stages of cancer but significant heterogeneity
and lack of consistency in cases of advanced stages of cancer or region-specific cases [30]. Thus, the
key point differentiating feasibility from validation of an algorithm needs to be highlighted: current
generative Al tools are supposed to serve as research aids.

While generative Al presents a lot of opportunities for individualized treatment planning, its clinical
application poses several distinctive challenges. First of all, one can mention the fact that generative Al
utilizes population-based data for the creation of standardized treatment plans, while decision-making
in practice involves dynamic balancing considering the complexity of the specific case. What is more,
treatment planning is an ongoing process requiring continuous learning from the patient’s response to
therapy. At present, generative Al cannot be considered a sufficiently flexible tool that can facilitate
such an approach. Thus, generative Al should be seen as a tool for clinical decision-making, not as a
decision-making tool itself.

3.3. Automation of clinical documentation and intelligent summarization

Generative Al is capable of transforming medical texts for specialists to patient-friendly language and
automatically creating clinical notes from consultations between doctors and patients or from structured
data. In such way, generative Al helps to decrease the documentation load on healthcare professionals.

Regarding patient-oriented conversion, LLMs may help translate complicated medical jargon and
sentence structures used in discharge summaries into more readable and comprehensible text. As a case
in point, one study revealed that the Flesch-Kincaid readability score for discharge summaries was
decreased from 11.0 to 6.2 after conversion by the LLMs, while the Patient Education Materials
Assessment Tool (PEMAT) comprehensibility score increased from 13% to 81%. Nevertheless, the
safety challenges associated with potential information omissions and errors remain an issue during the
conversion process, which is why the physicians must review the generated text [33]. During the process
of generating summary of clinical conversations, ChatGPT can extract important information from the
doctor-patient dialogue and create well-structured clinical documents. The results regarding the
coherence, consistency, and fluency of such texts are close to human performance and even outperform
those of some other dedicated summarization systems [34]. Therefore, it provides a feasible solution for
creating medical records automatically, especially those containing descriptive data such as chief
complaints and current medical history [35]. Additionally, for clinical encounters not conducted in
English, open-source-based summarization tools have exhibited some level of effectiveness when it
comes to producing preliminary discharge summaries from structured datasets. Still, challenges are there
with regard to temporal reasoning, terminology, and completeness of the information. For instance,
summaries produced by LLaMA3 had 2.84 errors on average per summary and only 60% were
categorized as “complete” [36].

Nevertheless, methodological limitations impede the reclassification of these technologies into
clinically validated interventions due to their current state. The overwhelming majority of available
research utilizes small sample size and retrospective data from a single center with very little statistical
power and generalization [33,34,36]. Moreover, measures such as Recall-Oriented Understudy for
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Gisting Evaluation (ROUGE) reward lexical match instead of clinical accuracy, which results in a
problematic situation when an algorithm can receive a high score while generating factual hallucinations
or omitting important information [34,37]. Importantly, there is no validation of any of these algorithms
using prospective randomized trial and regulatory benchmarking since the lack of multicenter
randomized trials connecting output with clinical outcomes makes them promising research technologies
but not clinically applicable solutions. Thus, until proper evidence is available, their application should
be limited to documentation support tools only.

Generally speaking, generative Al is not only able to assist doctors in accomplishing documentation
work easily but can also enhance the efficiency of medical information transfer and patient interaction
through smart summarization, offering a structured knowledge base for clinical decision support [37].
Nonetheless, the existing systems depend on physicians in terms of their correctness, comprehensiveness,
and standardization of terminology and perform inconsistently when processing complicated scenarios,
temporal reasoning, and multilingual medical documents.

4. Application of generative Al in synthetic medical imaging

Generative Al is increasingly being employed in the field of medical imaging, and synthetic medical
imaging is one of the major topics of research in this realm. Synthetic medical imaging intends to develop
generative models to synthesize realistic medical images for issues like data paucity, data privacy, and
multimodal data acquisition difficulties. Using the data distribution knowledge, it is possible to generate
large amounts of synthetic images that resemble actual images. Figure 3 illustrates how this field is
segmented into three different but complementary domains.

Data Augmentation Cross-modal Translation Scarce-sample Synthesis
* Generate high-fidelity * Translate across imaging » Synthesize multi-
synthetic medical images modalities resolution images from
* Augment scarce training * Complete missing few samples
sets modality data * Alleviate class imbalance
* Provide privacy- * Support multi-center * Support rare-disease
preserving surrogate data harmonization studies

Figure 3. The application framework of generative Al in synthetic medical imaging.

Currently, GANs and diffusion models are the prevailing approaches to image generation, and they
work very effectively when generating medical images. For instance, Iglesias ef al. devised a diffusion
model-based technique that is able to generate good quality synthetic medical images. The effectiveness
of this system was measured with the help of a convolutional neural network, and the potential of using
synthetic images in data augmentation was illustrated [38]. When it comes to the generation of 3D
magnetic resonance imaging (MRI) images in AD research, scientists used cGAN, which can generate
continuous 2D slices along the axial view in order to produce realistic and coherent 3D MR volumes [39].
Given that labeled datasets may be scarce, it was possible to use an auxiliary classifier GAN (ACGAN)
to generate multi-resolution images with diagnostic attributes based on a small number of thyroid
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ultrasound images. The visual realism and structural plausibility of the generated images were proven
using the Fréchet Inception Distance metric and clinicians’ ratings [40].

Apart from being used for the purpose of image synthesis, there is also an application of Generative
Al in Cross-modal fusion generation. In this context, Biswas et al. have designed a CycleGAN model
which can generate Verhoeffs-van Gieson (EVG) stained images out of the hyperspectral Hematoxylin
and Eosin (H&E) stained images, thus accomplishing both staining conversion and modality conversion
at once [41]. This highlights how Generative Al has potential in reducing the necessity for costly and
time-consuming physical staining procedures in pathologic diagnosis through digital image synthesis.
Pan Yongsheng et al. have discussed the advancements made from conventional approaches to deep learning.

This is used for image substitution, data completion, and multi-center data harmonization to support
diagnostic tasks [42]. Sangeetha et al. proposed a Multimodal Fusion Deep Neural Network (MFDNN)
that maps computed tomography (CT) image features, the Cancer Genome Atlas (TCGA) gene
expression vectors, and electronic health records (EHR) clinical variables into a unified latent space via
deep generative methods, subsequently generating fused representations for classification. Experiments
showed a 92.5% accuracy in binary lung cancer classification tasks, suggesting that generative Al can
achieve “virtual patient” representation generation and diagnosis at a multimodal level [43]. Hu ef al.
utilized a CT-US multimodal Al fusion system to combine preoperative CT and intraoperative ultrasound
in real-time into an “enhanced new modality image” to assist puncture procedures. Applied during
percutaneous nephrolithotomy (PCNL) for non-hydronephrotic renal stones, generating CT-enhanced
ultrasound images increased the single-puncture success rate from 63.27% to 91.49% and shortened
operative time by approximately 12 minutes [44].

Apart from these technological limitations, most studies are also limited by methodological
limitations associated with retrospective and single-center designs, where diagnostic equivalence is
rarely determined prospectively [42]. While perceptual metrics such as Fréchet Inception Distance (FID)
determine visual similarity, they do not ensure retention of pathology that is critical for clinical decision
making. Only a small number of studies, including one conducted by Hu et al. [44], have determined
clinical endpoints while other studies limit themselves to algorithm benchmarking. Consequently,
present uses of synthetic imaging can only be considered as potential areas for research and cannot be
used clinically until diagnostic fidelity benchmarks and prospective regulations have been developed.

There is no doubt that generative Al shows immense promise for medical image synthesis in areas
such as data augmentation, cross-modality, and small sample synthesis. Despite this, generative models
suffer from issues such as instability during training and mode collapse. More precisely, in the synthesis
of medical images, which are high-dimensional and multi-modal in nature, the realism and pathology
correctness of the synthesized images need to be considered.

5. Application of generative Al in drug discovery
5.1. Molecular generation

There is a revolutionary change brought about by the generative Al in the domain of drug discovery.
The technology, by virtue of learning and mimicking the distribution of molecules in the chemical space,
can design new drugs that have biological activity. This significantly increases the speed at which the
drugs are discovered. In the case of antibiotics discovery, the generative model called SyntheMol
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introduced by Swanson et al. can design structurally unique small molecule antibiotics that can easily
be synthesized from 30 billion molecules. The study has created 58 molecules for experimental
validation, and six of them have shown an inhibitory effect against bacterial pathogens such as
Acinetobacter baumannii [45]. This is the evidence of exploration of unknown chemical regions by
generative Al In cancer drug design, Joo ef al. used (Conditional Variational Autoencoder) CVAE to
combine the molecular fingerprints with GIS0 (growth inhibition at 50%) values to generate new
molecular fingerprints with anticancer properties. Then, they selected potential drug candidates from
publicly available databases using the technique of similarity search [46]. Al technologies will allow
increasing the efficiency and effectiveness of drug development through the analysis of a huge amount
of data with improved accuracy [47].

Although there is quite a lot of promising proof-of-concept studies in favor of this approach, there
1s a significant translational gap between molecule generation via algorithms and clinical treatment. Most
of the studies mentioned above, as well as others, are limited to preclinical validation via computational
and biochemical means, and only a few reach the point of animal modeling and human trials [45-47].
However, the reason for this is that generative algorithms are prone to focusing on biological activity
without considering such crucial elements as synthetic accessibility, pharmacokinetics, and adverse side
effects that constitute the majority of reasons for high attrition rates in drug discovery and development [48].
Moreover, the datasets used in training by these algorithms are derived from biased and incomplete
chemical libraries that raise concerns about the applicability of the molecules generated by algorithms [47].
Thus, despite being a powerful tool for exploration of the chemical space and identification of lead
compounds, generative Al cannot be viewed as a platform for developing therapies yet.

Despite the substantial progress that generative Al has made in the field of drug discovery, its
practical application in this field remains hampered by certain issues including those of data quality,
model interpretability, and molecular synthesis complexity.

5.2. Clinical trial simulation and virtual validation

Generative Al is able to work without using lots of actual participants. It makes highly realistic virtual
patients that mimic the effects of the drug in the body in order to perform initial assessment and
optimization of drugs safety, efficiency, and dosage. Thus, it helps to reduce the risk of trial failures and
wasting of resources.

Models like GANs may create a great amount of artificial patient data, which is consistent with
real-world populations, using limited information about real-world patients. This helps build a virtual
cohort covering a wide range of clinical parameter combinations. For example, the Artificial Clinic
Intelligence platform uses GANs to construct a “patient virtual space.” Combined with virtual
intervention permeability scores, it systematically evaluates the degree of response to a trial drug in
patient subgroups with different clinical characteristics, enabling the identification of patient
subpopulations most likely to benefit before the trial begins [49]. This generative Al-based virtual trial
simulation not only provides prospective patient stratification rationale pre-enrollment but also dynamically
predicts drug efficacy and toxicity in different populations during the trial design phase, reducing the risk
of trial failure. CURATE.AI is an input mechanism-agnostic, small data-powered personalized drug
delivery solution. CURATE.AI takes only patient’s own tumor marker data and dosage of the drug to
create dose-response surfaces, which are specific to each patient, and personalize the administration of
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chemotherapeutic treatments based on the efficacy of drug delivery. PRECISE CURATE.AI was
successfully used to personalize the dose of capecitabine treatment in a pilot clinical trial for patients
with metastatic solid tumors, showing the feasibility of personalized dosing in clinical studies [50].

However, some limitations have dampened the hopes of near-term clinical implementation. The
ACI system is currently still a theoretical working draft and its GAN algorithm suffers from issues of
training instability and model collapse due to its inability to handle the high dimensionality of small
sample size omics data, with its synthesized results being expressly stated to be used for simulation
purposes only [49]. Likewise, PRECISE CURATE.AI was conducted as a pilot study to investigate its
feasibility and did not undergo randomization and survival end points, hence its claims on efficacy is
exploratory at best [50]. In essence, current Al systems utilized for clinical trial simulation and dose
optimization need to be understood as tools for research purposes for cohort enhancement and protocol
design only until randomized prospective multicenter trials are done.

Once trials have been optimally designed, it is essential to identify patients that can be included in
the trials. There are also clear benefits associated with the use of generative Al in this respect.

5.3. Precise recruitment of patients for clinical trials

Generative Al is slowly revolutionizing the conventional recruitment model through manual selection
with its efficient and precise process of data handling and matching, helping overcome problems like
inefficiency and restricted reach.

Generative Al is capable of using hospital big data systems to consolidate information from various
sources like EHRs, LISs, and medical imaging to create standardized full-lifecycle patient databases.
With the help of natural language processing and medical knowledge graph techniques, it is capable of
automatically parsing trial eligibility and exclusion criteria and matching them with patients’ features.
This leads to marked enhancement of recruitment efficiency and precision. It was demonstrated that such
an intelligent recruitment system managed to enroll more than 300 cases, with a conversion rate of
20.39% in the proactive reminders to physicians. For studies with rare biomarker targets, the system was
able to match 60 patients, 15 of which were able to pass the screening process—a conversion rate of
25%. Consistency with the system’s inclusion and exclusion criteria was as high as 60% [51]. In
oncology clinical trials, Al-driven recruitment systems use machine learning algorithms to automatically
mine EHRs in real-time mode and accurately identify eligible subjects, which significantly reduces the
recruitment process duration and increases the conversion rates of the recruitment process. Their ability
to integrate data from different organizations removes geographical restrictions and expands the
recruitment scope [52].

Generative Al has proved useful even in recruiting patients for trials aimed at certain diseases. For
instance, in a study of chronic subdural hematoma, the platform with an Al-enabled imaging analysis
tool can automatically detect hematomas from non-contrast computed tomography scans and calculate
some metrics such as the volume and midline shift. Subsequently, information about potentially eligible
patients would be immediately pushed to the trial team. After the introduction of this platform, the
monthly recruitment rate increased from 0.99 to 1.35, representing a 36% increase in the enrollment rate,
with a positive predictive value of 81.4% [53]. With regard to cognitive disorders such as Alzheimer’s
disease, generative Al could also be integrated with language models to create intelligent pre-screening
chatbots capable of analyzing symptoms or voice characteristics of patients to determine the risk level.
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The system will also integrate with electronic health records and use it to automatically match patient
data with trial eligibility criteria [54].

Although there are efficiency benefits that can be gained by using Al for subject recruiting, its
implementation also faces some difficulties regarding data integrity, ethical norms, and integration of
the system. Efficiency of the recruitment process is greatly influenced by the standardization of the
hospital’s database. In cases where inclusion/exclusion criteria demand complex judgment or rare tests,
generative Al plays a minor part [51]. Besides, when advocating for these kinds of systems at other
centers or even regions, problems like data interoperability, patients’ privacy, and fairness of algorithms
have yet to be solved.

The use of generative Al has slowly started to seep into all aspects of drug discovery process,
creating a technological continuum ranging from target identification to post-marketing surveillance. In
the stage of target identification and validation, generative Al is used for predicting possible disease
targets through omics data and literature knowledge to facilitate the target prioritization process [45,55].
In the lead compound discovery stage, generative models are able to come up with new molecular
structures of desired biological function, which helps generate novel molecules in the chemical space
exploration [45—47]. In the preclinical research stage, generative Al is used to improve the ADMET
characteristics of the compounds and predict their in vivo efficacy and toxicity through virtual clinical
trials [48—50]. In the clinical trial stage, generative Al helps in the creation of virtual patient groups,
optimal dosing strategies, and participant recruitment [49—54]. At last, in the post-market surveillance
stage, generative Al analyzes real-world data for pharmacovigilance and indication extension. Figure 4
illustrates an end-to-end intelligent workflow process starting from the early discovery stage to post-market
surveillance. An end-to-end intelligent workflow process will help in reducing the overall time taken for
developing drugs, which is normally 12—15 years long and takes around $1 billion [56].

Target Identification Hit Compound Lead Compound

& Validation WS T e e Preclinical Research Clinical Trials
|
2-3 years 1-2 years | 1-2 years 1-2 years 3-5 years
Traditional
$50M $80M : $70M $50M $100M
|

Bioinformatics Molecular generation I Multi-parameter Virtual toxicity Patient recruitment

Al-Enhanced prediction optimization

Omics data analysis | Virtual screening | optimization

| Property prediction
1

Virtual testing Dosage optimization

Figure 4. The framework of the process for drug discovery driven by generative Al

Nevertheless, the existing scientific literature that supports the idea of generative Al being employed
for recruitment is methodologically immature. Currently, only retrospective pilot single-center studies
have been carried out with small sample size and without any control group [51,53]. Also, the outcomes
that are considered in these studies reflect only workflow efficiency and not the effectiveness measured
using some clinical criteria like randomization and trial completion. In the same way, although Al
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matching systems have been suggested for recruitment in case of cancer [52] and Alzheimer’s disease [54],
they are still more theoretical and no randomized prospective trials that would compare Al-based
recruitment to the usual recruitment process exist.

6. Application of generative Al in medical literature processing and knowledge synthesis

The emergence of generative Al has led to significant changes in the way that medical literature search,
management, and synthesis is done. Through its ability to comprehend and generate natural language,
generative Al will be able to assist in finding relevant literature within large volumes and also in
summarizing and reviewing these pieces of literature.

Intelligent retrieval and filtering allow generative Al to understand complex user intent and carry
out literature retrieval with high precision. The conventional Boolean searches rely on the use of particular
syntax, while specialized tools that make use of natural language processing are capable of understanding
queries formulated by the users using natural language and performing multi-stage literature retrieval,
which includes quality assessment and filtering for relevance. In a pilot study in the field of vascular
surgery, the use of Al in searches resulted in a much higher efficiency of the process being carried out in
an hour and achieving higher precision of 48.6%, as compared to a manual search, which took 10 hours to
perform, had 16.9% precision, and yielded no irrelevant results [57]. This shows the potential of generative
Al in carrying out targeted literature retrieval. Nevertheless, the use of general large language models for
real-time literature retrieval for systematic reviews results in poor performance. In a study, it was shown
that ChatGPT, built on GPT-3.5, returned the lowest number of directly relevant articles (0.5%) for disease
treatment topics, as well as numerous “hallucinated” citations [58]. On the other hand, although Bing Al
proved more accurate in terms of its search results, the total amount of articles obtained was still not enough
for conducting an independent systematic review [58]. In the future, the development of retrieval Al will
shift towards specialization according to different scenarios [59].

Regarding content creation and summarization, generative Al can automatically write a literature
review or an abstract based on search results or certain instructions, which will serve as a preliminary
synthesis of knowledge for researchers. Studies have proven that, by iterative rapid engineering, GPT-4
can rapidly create draft literature reviews, incorporating a variety of factors in relation to various
complex topics, showcasing a good breadth of knowledge [60]. During an assessment of musculoskeletal
radiology, GPT-4 created narrative reviews of all relevant topics to a given topic and achieved the
average rating, which was higher than the rating of a specialized Al tool (literatures.com) [61]. Thus, it
can be used as a convenient source of a quick overview of the subject. However, there are serious
limitations of the current technology. Al-based reviews lack the knowledge depth and context
comparison and might miss some relevant literature or include incorrect data [60,61]. For instance, even
when evaluating musculoskeletal radiology, GPT-4 did not manage to find all the relevant articles [61].
As a result, any Al-generated abstracts or reviews should be verified and polished manually; it serves
more as an assistant research associate than an author [60].

Though these proof-of-concept studies are promising, current assessments suffer from the
methodological restrictions of retroactive, topic-specific designs without any standardized criteria or
clinical endpoints. Gwon ef al. demonstrated that ChatGPT was able to find 0.5% of directly relevant
trials, 16.4% of the outputs had fictitious bibliographic information, and Bing Al could not retrieve
enough articles to conduct the independent evidence synthesis [58]. Mostafapour et al. also revealed that
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GPT-4 starts hallucinating about non-relevant parameters once it surpasses the knowledge saturation
point [60], and Jenko et al. confirmed that GPT-4 cannot recognize seminal articles in musculoskeletal
radiology [61]. It is important to mention that none of the literature tools based on generative Al has
been prospectively validated by several centers yet, nor any of them has been approved as a clinical
decision-making aid. The crucial difference between algorithmic and clinical validation should be
emphasized here: current Al tools are not meant to be used as autonomous tools of evidence-based
medicine but as research tools for hypothesis generation and framing.

To conclude, the use of generative Al in the realm of literature can be applied in optimizing search
capabilities and helping in writing peer reviews. The key advantages of the technology include speed
and capacity to work with large amounts of information, which allow it to serve as a research assistant
capable of quickly summarizing, finding connections and producing texts. However, it cannot yet serve
as an independent tool for performing comprehensive searches and producing reliable reviews due to
limitations concerning its tendency to produce “hallucinations” and inability to conduct a contextual
analysis. Consequently, it should serve merely as an assistance tool for researchers in their exploratory
and writing stages.

7. Application of generative Al in medical education and training

Generation Al is transforming medical education on several fronts. As depicted in Figure 5 below, the
use of generation Al in medical education is diverse but falls into three main categories that include
personalization, virtual patients, and assessment and feedback systems. The following sections elaborate
on these categories.
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bank
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Figure 5. Applications of generative Al in medical education.
7.1. Personalized learning and teaching support

Generative Al helps to create a personalized learning journey for the students. For instance, in the course
of Biostatistics, generative Al can help evaluate the prior knowledge of the students using placement
tests, personalize the learning modules, generate curiosity among students about learning, and develop
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practical skills [62]. With the help of generative Al technologies that assist literature organization,
concept development, and academic writing, nursing students can benefit from self-directed learning,
which is efficient both in terms of gaining new knowledge and writing skills [63]. Also, generative Al
technologies are able to provide immediate feedback along with explanations. As proved by Kung et al.,
ChatGPT has a high reasoning and clinical insight when providing answers to medical questions with
internal consistency of questions and answers being 94.6% [64]. Further investigation through
qualitative research by Naamati Schneider revealed that, during their interaction with ChatGPT, 88.9%
of the students indicated that they had gained one important insight, which was defined by “novelty,
non-obviousness, and validity” that enabled them to expand their minds [65]. Students should also be
cognizant of the problems related to the accuracy of information, as it was revealed through the research
that, although the use of generative Al is very practical, there is a risk of error diagnosis in the field of
medicine of more than 50% [63,65].

Generative Al can help the instructor save much of their effort and optimize the process of designing
the course. The teacher will be able to use the generative Al to build the learning materials, such as test
questions, case studies, and knowledge graphs. As a result, the systematic instructional materials will be
created [62,66,67]. For instance, in pharmacology, Sridharan et al. found out that the automatic
generation of different types of questions (for example, multiple-choice questions and short-answer
questions) is possible with the help of Al. Moreover, the accuracy of generating type A multiple-choice
questions reaches up to 60-90%. At the same time, this approach is able to develop OSPE cases that are
“technically accurate and appropriate for the learners’ level” [66]. In nursing education, ChatGPT helps
teachers analyze student performance data, providing personalized teaching suggestions, thus enhancing
instructional effectiveness [67]. Moreover, generative Al enables instructors to develop intelligent
databases of cases and questions. For instance, integrating the real world medical data in biostatistics
can add practicality and up-to-date content in teaching [62]. The emerging role of instructors also
demands updating their teaching techniques where they should act as guides rather than transmitters of
knowledge along with collaboration with generative Al for improving instructional quality [62,65].
Specifically, instructors need systematic training on developing Al-integrated courses through deep
integration of Al technologies in learning objectives and cases, optimization of instructional design in
order to enhance its quality and clear articulation of learning objectives in order to increase student’s
engagement [68]. In another study conducted by Pang et al. and using the method of structural equation
modeling on 523 medical students, it was shown that teaching quality and external environment have an
indirect impact on learning outcomes through enhancing learning motivation (mediation effect of 0.343
and 0.287, respectively) [69]. It means that instructors are able to effectively motivate their students in
Al integrated courses. Educators, on the other hand, themselves need systematic “Al literacy” training
in order to increase their engagement and pedagogical technical knowledge in Al courses [70].

Despite the existing literature highlighting the potential of using generative Al for teaching in
medicine, the current state of knowledge about such applications is methodologically limited. In most
cases, evaluations use retrospective design or one-site pilot studies involving assessments of self-reported
results of learning, with very limited number of randomized controlled trials testing long-term competency
acquisition [62,63,68]. Additionally, all evaluations have been done at Level 1 and 2 of Kirkpatrick’s
framework and did not include assessments of changes to clinical practice and performance resulting from
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learning with AI [68]. Thus, such interventions can be regarded only as interesting areas of research and
need further validation by experts and against the competency framework [64,66].

The strengths of generative Al are quite evident when it comes to personalized assistance and the
creation of resources for theoretical learning. However, at the same time, its shortcomings become clear
as well. First of all, the veracity of the generated information still needs human verification, and
excessive use can negatively affect the development of students’ critical thinking skills. Secondly, the
systematic inclusion of Al into the curricula of different medical programs is yet another obstacle.

7.2. Virtual cases and clinical simulation

Using generative Al, the creation of highly realistic virtual patients and disease scenarios makes it
possible to emulate complex clinical scenarios that happen in practice. This way, students get an
opportunity to practice their skills of diagnosis, treatment, and communication in a risk-free environment.
For instance, when teaching pathophysiology, ChatGPT can be utilized to create various clinical
scenarios involving patients of different genders, genetic composition, and social status [71]. ChatGPT
provides dynamic experiences for medical students by allowing them to communicate with simulated
patients via free-text dialogue. Based on the information about the patient provided to them, students
can ask for examinations, treatment or any other intervention, which will change the disease scenario
instantly [72]. Wu Fangqin et al. developed a generative scenario-based virtual teaching system that
dynamically generates cases and disease progressions, allowing students to practice repeatedly without
risk. This system has been used in the learning of 328 students from 7 classes at their own institution
and 2854 students from other schools, effectively enhancing the sense of presence and engagement [73].
Nevertheless, it is necessary to consider possible errors that may appear in the generated content, and
this requires the checking of the teacher to make sure about the clinical logical correctness [72]. One
more proof of the interactivity of generative Al is the possibility to model doctor-patient
conversations, such as the use of natural language dialogues to practice the explanation of diagnoses or
conversation with the family, lowering students’ psychological pressure in real situations [71]. Generative
Al creates a flexible and highly customizable platform for clinical simulations for medical education
purposes. The area of robotic surgical training witnessed the development of the HoloLens 2-based
augmented reality pancreatic surgery simulator by Pisla et al. The key element of this system is the
implementation of the EfficientNetV2-BO CNN model for prediction of real-time “instrument-pancreas”
interaction forces without using physical sensors. It resulted in the average mean absolute error of 0.0244
N and latency of 66 ms. It serves as the proof-of-concept of vision-based haptic feedback for minimally
invasive surgery training [74].

Unfortunately, the existing body of evidence in this field is mainly descriptive and methodologically
limited. It consists of the majority of studies with single center designs assessing subjective satisfaction
or knowledge acquisition outcomes [71,73] and lacking comparison to established simulation methods
or Objective Structured Clinical Examination scores. Moreover, the impressive technical metrics
reported, such as the force prediction accuracy in the AR surgical trainer [74], constitute engineering
proof-of-concept rather than clinically validated interventions, as none have been prospectively linked
to patient-level outcomes, received regulatory clearance, or been integrated into competency-based
curricula. Hence, the use of such platforms today should be seen as a kind of experimental tool that still
requires extensive validation to be classified as proven means of training.
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The generative Al technology presents a scalable solution for the simulation of clinical skills, which
is quite useful in case of resource deficiency. Nevertheless, there is still a problem in the logic of the
simulation cases created using the current generation technology, as they do not correspond to the
complexity of the reality of clinical cases and require a strict review by teachers in terms of medical
correctness and logic of the development of diseases.

7.3. Intelligent assessment and feedback systems

In the aspect of assessment, generative Al can automatically generate various types of questions, such
as multiple-choice and case analysis, which makes the evaluation content more diverse and closer to
reality [75]. For example, through the application of generative Al, fixed-type questions can be changed
into comprehensive ones, which are associated with clinical practice, so that students’ overall ability of
handling clinical cases and their professional skills can be evaluated [76]. Moreover, intelligent scoring
is supported by generative Al especially for subjective questions, including short answers and case
analyses. With the help of natural language processing technology, it is able to do multi-dimensional
evaluation based on the pre-set scoring criteria, which improves the fairness and consistency of the
evaluation [75]. Meanwhile, it can also monitor and document students’ learning process in real time,
such as the behavior of online learning, problem-solving, and collaboration skills, and construct the
indicators of comprehensive evaluation through process data, which enables the shift of evaluation mode
from “exam score only” to “process and results together” [76]. Although information accuracy is still a
possible concern, RAG can increase the reliability of assessment [77].

Regarding the issue of feedback, generative Al enables timely, personalized learning feedback,
which will greatly promote the improvement of teaching and learning. The use of Al systems can help
gather information about students’ learning, such as their assignment scores, exam grades, and class
performance in order to conduct real-time assessment and analysis of individual learning performance,
which makes teachers be aware of students’ learning condition and customize their guidance [76]. With
respect to students, generative Al is capable of providing clear explanation of answers and interactive
feedback for difficult concepts learning and application of the acquired knowledge. For instance,
question-answering systems using the RAG technology can give accurate and trustworthy medical
knowledge resources along with reference materials, which allows students to have in-depth learning
and explore on their own [77]. Besides, with the help of generative Al, one could provide students with
personalized recommendations concerning the learning path according to their progress and
shortcomings, promoting self-directed learning [78]. Yet, it should be noted that too much dependence
on the generative Al could affect critical thinking development, therefore feedback should focus on the
rational evaluation of the material generated by Al [78].

Despite this clear functional proof of concept, key methodological issues prohibit moving these
assessment generators from being a proof of concept to clinically validated tools for use in education.
Current literature on this subject depends nearly entirely on retrospective, single-center data sets that
dramatically reduce the ability to generate valid statistics and generalize [75,76]. Commonly used NLP
metrics like ROUGE evaluate lexical similarity and not clinical or educational similarity, posing the
dangerous possibility that highly scored outputs are filled with factually inaccurate information or
dangerous omissions [77]. Most significantly, all of these programs have not been tested with
prospective randomized trials in a medical educational environment. Without these multi-center trials,

19



Artif. Intell. Auton. Syst. Review

which could demonstrate correlation between Al-generated assessments and hard educational outcomes,
like licensing exam performance or knowledge retention, these models must be considered research tools
only. They must be kept in this realm until further evidence is available.

The incorporation of Al into the evaluation process through automation could help save time for
teaching. However, the criteria for the evaluation process in the form of Al is based on some sort of bias
that is embedded in the training dataset. It is also not clear how the process-oriented evaluation data
should be interpreted or applied in practice, and intelligent feedback systems are still weak in many areas
like clinical reasoning and humanistic traits.

7.4. Crosslinguistic performance of generative Al in medical licensing examinations

Although generative Al systems like GPT-4 have exhibited almost expert performance levels in
English-based medical licensing examinations, the proficiency of such Al systems in languages other
than English needs further investigation since medicine requires an understanding of the local language,
culture, laws, and epidemiology. The evaluation of LLMs in diverse languages is crucial before
deploying them in global medical education and practice.

For the purposes of this comparative analysis, we examined studies which tested GPT-4 and GPT-40
on national medical licensing examinations conducted in seven different languages: English, Chinese
(NMLE of the Mainland and SPTEMD of Taiwan), Japanese, Korean, and Spanish. Multiple-choice
examination questions were used in all tests while image-based questions were not included if required.

Table 4 demonstrates that GPT-4 always surpassed the passing threshold in all tested languages,
with accuracy from 66.2% (Korean traditional medicine) to 95.7% (Taiwanese SPTEMD). Nonetheless,
a notable performance difference based on the language is apparent, with GPT-4 providing 95.7% for
Taiwanese SPTEMD, while it gives 66.2% for Korean K-NLEKMD and 72.3% for mainland Chinese
NMLE. GPT-4o helped to improve the performance of GPT-4 in non-English languages, bringing the
accuracy of mainland Chinese NMLE to 88.2% and Taiwanese SPTEMD to 96.7%.

Table 4. Performance of GPT-4 and GPT-40 across different languages.

Language Examination GPT-4 GPT-40 Passing Threshold Human Average

Accuracy Accuracy Accuracy
English (USA) ABNS Self-Assessment 83.4% Not reported 69% 73.7%
[79] Exam 1
Chinese NMLE 2021 72.3% 88.2% 60% Not reported
(Mainland) [80]
Chinese (Taiwan) SPTEMD Stage 1 95.7% 96.7% 60% Not reported
[81]
Japanese [82] JMLE 79.9% Not reported Essential knowledge: 84.9%

80%:; Others: 74.6%

Japanese [83] NMLE 81.5% Not reported 72% Not reported
Korean [84] K-NLEKMD 66.2% Not reported 60% 76.7%
Korean [85] KPLE 86.5% Not reported 60% 72.0%
Spanish (Peru) ENAM 86.0% Not reported 52.8% 55%
[86]
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There are two key aspects responsible for the observed differences. First, cultural and legal
specificity—a model may prescribe something that would be illegal or unethical in the target country,
such as euthanasia in Japan or misinterpretation of the specific Chinese medical policy [87]. Second,
localization—the models may lack terminology and regional medical data [84].

These results imply something important in relation to the use of generative Al in teaching medicine.
Though GPT-4 and GPT-40 may be used effectively as tutors for exam preparation in several languages,
teachers should inform their students about possible errors on culturally sensitive issues and those limited
by law. In this case, retrieval-augmented generation (RAG) will help solve the problem to some extent.

8. Challenges of generative Al in medicine

The challenges will be structured into four layers that interrelate with each other, namely the data layer,
the model layer, the application layer, and the system governance layer.

8.1. Data level risks

Medical training data is sensitive, biased over time, and structurally incomplete. The decades-long
tradition of male-centric and Eurocentric medical research have yielded datasets in which the anatomy
of white males is taken as a standard template against which all others are exceptions [88,89]. A popular
commercial risk prediction model gives African American patients scores that are 46% higher compared
to white patients having the same illness, thus undervaluing their health care needs [90]. Meanwhile, the
error rate of commercial gender recognition technology is 34.7% in case of women with dark skin and
0.8% or less for men with light skin color [91]. All these facts demonstrate how societal biases have
been translated to digital in the form of data and further validated by technological systems [89].

Privacy threats amplify the risks of representational problems. Generative models have the ability
to memorize and reproduce the real-life training examples, thus allowing for the reverse engineering of
patient identity [92]. Despite the suggestion of the use of synthetic data as a solution to address the
problem of privacy, benchmarks concerning quality of synthetic data and privacy and representational
unbiasedness issues are not yet fully developed; insufficiently validated synthetic data may solve some
ethical concerns but raise others [92].

Bias and lack of adequate data only increase the level of bias and lack of integrity in data. There is
always some form of bias on the part of humans performing the annotations. When marginalized
communities have been under-represented, their disease phenotypes will not be learned by models. The
absence of diagnosis creates a lack of necessity for data collection, hence creating a self-perpetuating
cycle [90]. Solving these problems would entail employing a participatory design approach where the
affected community is at the heart of data governance [89,90].

8.2. Model level pathologies

Since the probability-based approach used by generative Al contradicts the medical need for accuracy,
three related problems occur: hallucination, “black-box,” and amplification of bias.

Big language models produce output that is very sure but actually wrong or false [93]. In an instance
reported by Eysenbach, ChatGPT made up a fake research paper and gave it a fake DOI when asked to
summarize the literature [93]. This pathology has been systematically validated by Guleria ef al.: in
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response to being asked to write a research paper, ChatGPT provided numerous references that seemed
valid on their face, but all were made up [94]. These invented citations were not identified by GPTZero,
while the plagiarism check revealed 0% similarity, hence, making all conventional checks obsolete [94].
Doyal et al. argued that information disseminated by LLMs is presented in an authoritative way, and
thus makes clinical reasoning mistakes extremely deceptive [95]. There are three types of medical
hallucinations: factual hallucinations, source hallucinations, and reasoning hallucinations, each demanding
unique approaches to their mitigation.

The lack of transparency increases this danger. The black-box approach to deep generative models
makes it impossible to explain decision-making processes, violating the principle of transparency [92,95].
If the model does not diagnose heart diseases among women correctly, the reasoning process cannot be
used for human verification [88].

Not only does bias persist through the process, it becomes exaggerated through the technical
process. In terms of feature representation, word embeddings create stereotypic relationships within the
vectors spaces [89]. Architecturally, objective functions, which are concerned solely with predictive
power, are blind to the fairness constraints that exist for the various sub-groups [89]. Evaluation-wise,
benchmark tests lack population stratification and permit the optimization to majority groups while
concealing performance failure to minorities [89,92].

Solutions to this problem would involve uncertainty quantification for the identification of
unreliable results, retrieval-based generation from trusted medical information sources, and critically,
cross-domain bias audits that consider the combined effects of race, gender, age, and economic background
rather than simple statistical parities [88,92].

8.3. Application-level risks

Deployment of the technology within the clinical workflow and academia brings about particular
socio-technological challenges. Misdiagnosis by using Al systems would place the responsibility not only
on data providers but also on AI model developers, IT department of the hospitals, and clinicians [92,95].
There is no tiered system of accountability in governance at present, when “human-in-the-loop” is just
an illusion, as it is impossible for the clinicians to validate the output of the AI [95].

In scientific writing, the rapid development of the Al technology exceeds the existing regulatory
mechanisms. In their study, Guleria et al. proved that the content generated by Al could easily escape
detection by plagiarism detector software and Al detection tools and thus become a high-fidelity forgery
pipeline [94]. The listing of Al as one of the co-authors, which has precedents in scientific literature,
goes against the principle that the authors should be responsible for the integrity of the article [94,95].
While the practice of Al authorship is strictly prohibited by all reputable publishers, it is hard to enforce
due to the limitations of current detection technologies [94].

Al-assisted generation comes with the danger of suppressing creative thinking and reasoning. In the
case where the patients tend to always take Al-provided differential diagnoses or medical students
employ chatbots without cross-checking them, there will be cognitive offloading, which means that the
specialized knowledge that pertains to medicine will be lost [95]. According to Ning et al., ethical
disclosure should be made part of peer review by using standard checklists for this purpose [92]. In the
clinical context, generative Al should officially be categorized as a decision support system and not as
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an autonomous system, and the usage of Al should compulsorily be recorded in all clinical records and
research papers [94,95].

8.4. Systemic governance gaps

These layers make up a chain reaction where risk is reproduced because the historically underrepresented
communities are reinforced at each layer: underrepresentation in the datasets is reflected in the model
development process, which results in biases that cause dangerous clinical implications, loss of trust,
and ultimately further exclusion of these communities in the future data collection. To overcome this
vicious circle of Al risks, it is necessary to address them structurally rather than technologically.

Lau’s analysis of data feminist critique of the EU Al Act shows that the narrative of regulation
understands bias as a technical problem that can be corrected [88]. Iloanusi and Chun maintain that
algorithmic fairness is impossible as long as the power imbalances within healthcare organizations
persist regardless of de-biasing of the models [90]. Bias audits conducted in the form of compliance
checklists and without community involvement can lead to legitimization of inequalities in the name of
procedure justice [88].

The governance of generative Al should be considered throughout the whole lifecycle of the
technology. At the data level, this means co-designing with the impacted communities and data
sovereignty [88,90]. At the model level, this means using cross-equity constraints, uncertainty
quantification, and causal inference modules. From the standpoint of application, this calls for a layered
accountability framework, rules for Al transparency, and technology for detecting Al [92,95]. According
to Liu, this type of governance mechanism represents an ecosystem consisting of government regulation,
corporate accountability, civic engagement, and international coordination [89].

The credibility of generative Al is unlikely to increase due to the development of more models and
data. It is necessary to change one’s mindset from technological solutionism, which presupposes that
technological solutions to all problems are needed, to a different approach involving governance and
treating data epistemology, model architecture, clinical process, and regulation design as an integrated
whole. It is only by putting the perspectives of historically marginalized communities in medicine at the
forefront that generative Al will not cause the injustice of large-scale automation.

9. Future outlook
9.1. Trustworthy architectures

Future success calls for the inclusion of clinical credibility in the model architecture rather than applying
post-hoc solutions. The challenge of automatic detection of clinically significant hallucinations is a big
one. While existing benchmarks concentrate on the open-domain tasks, the development of clinically-relevant
hallucinations implies the creation of a specialized classification system that should differentiate
between factual hallucinations, invented sources and reasoning mistakes. Eysenbach found out that
ChatGPT invented DOIs (Digital Object Identifiers) to publish fake papers [93] and Guleria et al.
discovered that GPTZero was unable to detect the existence of Al-generated references, while plagiarism
software found only 0% similarity [94]. It is a very risky loophole because the current technology for
detecting these flaws can detect all fabricated references, while the riskier mistakes, such as wrong
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anchoring in differential diagnosis, or wrong sequence of events in the course of the disease, remain
unnoticed and pose a threat to the health of the patients. The future development calls for the creation of
the clinically-relevant hallucination benchmark by specialists with annotation at the level of reasoning
and severity ratings related to patient safety outcome

Of equal importance is the construction of RAG in non-stationary evidence contexts. While RAG
models associate their output with medical knowledge base resources [77], clinical guidelines are
continually changing; for instance, guidelines related to oncology or infectious diseases can change
within a few months’ time. Existing designs do not incorporate any temporal reasoning component;
hence, it is impossible for them to discount outdated trials while keeping the consistent anatomical
knowledge base information intact and to handle conflicting guidelines apart from selecting the one that
has the most citations [58].

In addition, uncertainty quantification needs to be operationalized as opposed to just being another
statistical measure. Though the employment of UQ to signal uncertain predictions has been suggested [92],
there is no agreement on how cognitive uncertainty can be mapped to threshold clinical decisions. There
is a need for future research to develop uncertainty quantification processes that would automatically
trigger referral to experts once the uncertainty passes validation thresholds for certain rare conditions
and/or complications.

9.2. Equitable data ecosystems

It is impossible to ensure clinical feasibility without removing deeply ingrained structural biases from
the healthcare data ecosystem. One of the most promising yet understudied methods involves conducting
cross-bias audit for synthesized medical images. GANs and diffusion models become increasingly
popular for augmenting data sets; nevertheless, when trained on biased historical corpora, they tend to
produce synthesized populations that are underrepresented and anatomically unrealistic, thus creating an
illusory sense of diversity. According to the data-feminist critique by Lau, traditional bias audits
approach discrimination as an issue that could be fixed with a technical fix, whereas it is a structural
product of discriminatory knowledge production process [88]. At the same time, [loanusi and Chun show
that algorithms tend to exclude racial and ethnic minorities more due to their underrepresentation in
training datasets [90]. In addition, Liu highlights the fact that gender biases are reinforced through data
collecting, algorithm creation, and deployment processes [89]. It is essential to conduct further
benchmarking to verify whether the synthesized images of dark-skinned women or elderly people have
pathological and anatomically valid features.

Federated learning has been extensively employed as a way to eliminate data siloing while
preserving privacy; however, as highlighted by this study, most of the primary care facilities are located
in economically advanced areas [4,5]. Such an inequality can result in the exacerbation of the federated
bias problem, where gradient contributions from densely populated urban hospitals outweigh the global
model due to statistical representation, thus unintentionally encoding the properties of the majority
population group. Further studies should focus on federated learning approaches that guarantee fairness,
such as using demographic parity as an aggregation constraint.

In addition, the cross-lingual performance disparities seen in Table 4 are indicative of broader
epistemological differences, as shown in [79-86]. According to the findings presented by Kasai ef al.,
the problems faced by GPT-4 during Japanese medical tests have a lot more to do with legal barriers
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specific to that culture than anything else, especially when it comes to issues like euthanasia [87]. Any
evaluation framework developed in the future should therefore transcend translation criteria and begin
to consider the ability of models to adjust treatments according to epidemiology, drugs available, and
legalities in their respective cultures.

9.3. Human Al governance

Patient-centered care entails putting into practice oversight concepts in a way that will translate into
effective workflows informed by evidence. In this paper, the concept of “the human in the loop” is
critiqued, noting that responsibility is shared by those providing the data, those creating the machine
learning algorithms, and those who implement their use on the frontlines, with providers being unable
to find time and technical expertise to validate Al products [93,96]. Human factors work needs to be
conducted in future in order to understand how to effectively intervene in high-throughput workflows,
for instance whether the discharge summaries created by LLMs need complete validation from
physicians or stratification and selective reviews will do the job [33,36]. The MetricTree model by
Drukker et al. offers a framework for choosing evaluation metrics that will be suitable for particular
tasks [96]; this sort of framework is necessary to determine appropriate levels of supervision based on
clinical risk. Similarly, there needs to be quantification of differences in automation bias in different
settings of emergency, outpatient, and surgery.

Generative Al can help students learn through personalized pathways and simulation techniques in
their medical training, but the long-term cognitive impacts have yet to be studied empirically. While
Naamati-Schneider observed that 88.9% of students felt they acquired new insights from engaging with
ChatGPT [65], Doyal et al. suggest that constantly offloading one’s cognitive function by relying
on Al-generated, customized information might hinder the development of the critical thinking ability that
defines professional behavior in the field of medicine [95]. Further empirical studies would use
longitudinal cohort designs comparing students trained with Al-generated cases and those in conventional
programs by taking into account licensing exam results and diagnostic reliability in unique situations.

Finally, there must be a transition from pre-market, static frameworks to dynamic post-deployment
governance frameworks. As highlighted by this paper, “the rapid pace of development in generative Al
technology has exceeded that of its regulation” [94]. Ning et al. also point out that static checklists will not
be able to stop ethical infringements due to continuous adjustments of models [92]. In future, the regulatory
science should aim at developing pharmacovigilance-like frameworks to oversee post-deployment
hallucination rate, bias changes, and any adversarial attacks involving poisoning the system. It is essential
that such frameworks be coupled with an accountability framework that delineates responsibilities among
model developers, IT hospital staff, and clinicians in cases of negative Al outcomes.

10. Conclusion

In summary, there have been numerous advancements in medicine as a result of generative Al in terms
of decision support systems, synthetic imaging, drug discovery, literature analysis, and medical
education. However, such an innovation has some limitations like hallucinations, incorrect information,
data security issues, algorithmic biases, lack of transparency, and inadequate regulations. These factors
hinder the large-scale use of generative Al, which can currently serve only an assistive role and cannot
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fully replace clinicians. It is expected that further development of Al in a responsible manner will be
determined by several factors.
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