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Highlights:  

 Clarifying the conceptual boundaries between embodied intelligence, teleoperation, and automation, as 
well as the relationships among disembodied intelligence, spatial intelligence, physical intelligence, 
and embodied intelligence. 

 Providing a systematic review of the key technological components of embodied intelligence, including 
embodiment, cerebellum, brain architectures, data acquisition, and training methodologies. 

 Connecting technological advances with real-world deployment requirements through representative 
application scenarios and evaluation frameworks involving data-based, simulation-based and 
real-world testing. 

 Identifying key challenges to the deployment of embodied intelligence systems in real-world 
scenarios, particularly for complex and precise manipulation tasks. 

Abstract: Embodied intelligence extends artificial intelligence from information processing in the 
digital domain to autonomous interaction with the physical world. Despite rapid progress, the field still 
faces challenges such as ambiguous conceptual boundaries, fragmented technical frameworks, and 
insufficient alignment between application requirements and evaluation standards. This review presents 
a systematic framework for understanding embodied intelligence from five perspectives: conceptual 
foundations, key technologies, representative applications, evaluation methodologies, and future 
challenges. We first distinguish embodied intelligence from teleoperation and conventional automation, 
and establish an evolutionary framework spanning disembodied intelligence, spatial intelligence, physical 
intelligence, and embodied intelligence. Then we summarize key technologies in embodiment, the 
cerebellum, brain architectures, data acquisition, and training approaches, with particular emphasis on 
the evolution from traditional hierarchical modular architecture to large-model-driven modular 
architecture, Vision-Language-Action (VLA) model architecture, world model architecture, and world 
action model architecture. Representative applications are categorized into structured-environment 
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manipulation, unstructured-environment interaction, and high-risk open-domain exploration. To 
bridge technological development and real-world deployment, we further review three evaluation 
paradigms which include data-based evaluation, simulation-based testing and real-world testing. 
Finally, we identify eight major challenges which cover data quality, long-horizon planning, multimodal 
fusion, edge deployment, safety and trustworthiness, continual learning, unified navigation and 
manipulation, and multi-agent collaboration. This review provides a systematic perspective on 
embodied intelligence and highlights key directions for advancing embodied systems toward reliable 
deployment in complex real-world environments. 

Keywords: embodied intelligence; data acquisition; VLA; world model; world action model; evaluation 
and testing; future challenges 

1. Introduction 

Embodied intelligence refers to a paradigm in which an intelligent agent equipped with a physical body 
forms a closed-loop process of perception, prediction, decision-making, and action under environmental 
constraints, continuously learning and adapting through interactions with the physical world. Unlike 
disembodied intelligence, which primarily processes symbols, images, or text, embodied intelligence does 
not merely aim to understand the world; rather, it enables intelligent agents to enter, interact with and 
modify the physical world through their bodies. Therefore, understanding the scientific significance of 
embodied intelligence requires first revisiting the evolution process of artificial intelligence from digital 
information processing toward real-world interaction. 

Historically, artificial intelligence has undergone three major stages: computational intelligence, 
perceptual intelligence, and embodied intelligence. These stages should not be viewed as a simple 
chronological progression, but rather as an expansion of intelligent capabilities. Computational intelligence 
focuses on symbolic reasoning, perceptual intelligence emphasizes pattern recognition from large-scale 
data, while embodied intelligence further requires intelligent agents to establish closed-loop interactions 
involving perception, cognition, action, and feedback in open environments. 

The early stage of computational intelligence was dominated by symbolic approaches and logical 
reasoning. Allen Newell and Herbert Simon [1] proposed the Symbol System Hypothesis, arguing that 
intelligent behavior could be achieved through symbolic representations and rule-based operations. This 
symbolic paradigm attempted to solve mathematical theorem proving and complex reasoning problems 
using formal logic and heuristic search. John McCarthy [2] and other researchers further believed that 
human cognitive processes could eventually be formalized and implemented through computational systems. 
During this period, artificial intelligence achieved considerable success in well-defined abstract domains. 

However, symbolic methods encountered fundamental limitations when dealing with open-ended 
perceptual tasks, leading artificial intelligence into the era of perceptual intelligence dominated by 
connectionism. Geoffrey Hinton and others [3] continuously explored neural networks and backpropagation 
algorithms from the 1980s to the early 2000s. In 2012, Alex Krizhevsky et al. [4] demonstrated the 
remarkable capability of deep convolutional neural networks in the ImageNet Large Scale Visual 
Recognition Challenge, significantly reducing image recognition errors and accelerating the adoption of 
deep learning in computer vision. Subsequently, deep learning achieved substantial breakthroughs in 
speech recognition and natural language processing, gradually replacing traditional rule-based approaches 
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in multimodal data analysis involving images, speech, and text. In 2017, Vaswani et al. [5] introduced the 
Transformer architecture, whose self-attention mechanism replaced recurrent structures and greatly 
improved sequence modeling performance, becoming the fundamental architecture underlying large 
language models and multimodal foundation models. 

Nevertheless, the rapid advancement of perception models and large language models has revealed 
a critical gap, although these models can generate sophisticated responses in digital environments, they 
still struggle to reliably perform long-horizon, dynamic, and safety-critical tasks in physical environments. 
Moravec’s Paradox [6] highlights the underlying reason for this limitation: sensorimotor abilities that 
appear intuitive for humans are often much more difficult to engineer than abstract reasoning capabilities. 
Embodied intelligence has emerged in response to this challenge, aiming to couple cognitive capabilities, 
physical bodies, and environmental feedback into a unified intelligent system. The evolution of artificial 
intelligence technologies is illustrated in Figure 1. 

 

Figure 1. The evolution process of AI technologies. The conceptual figure was created with the 
assistance of ChatGPT and subsequently reviewed, edited, and refined by the authors. 

Existing surveys on embodied intelligence [7−11] provided important foundations for research 
on VLA models, world models, robotic manipulation, and safety-aware control. However, several 
limitations remain. First, many studies focus on individual technical directions while providing 
insufficient discussion of the evolutionary relationships among disembodied intelligence, spatial 
intelligence, physical intelligence, and embodied intelligence, which may lead to conceptual confusion. 
Second, embodiment, motion control, cognitive decision-making, data acquisition, and training 
methodologies are often discussed separately, lacking a unified full-stack perspective that connects 
hardware embodiment, motor control, cognitive reasoning, and data-driven learning. Third, the 
relationship among application scenarios, evaluation benchmarks, and technical challenges remains 
unclear, making it difficult to answer critical questions regarding how capabilities should be 
validated and how deployment bottlenecks can be overcome in real-world environments. Table 1 
summarizes the main content of recent related review articles and provides a comparison with other reviews. 
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Table 1. Comparison of related research surveys. 

literature Comparison of 
intelligence Cerebellum VLA WM WAM Data 

Collection 
Model 
Training Application Evaluation 

Benchmarks 
[7]          
[8]          
[9]          
[10]          
[11]          
This paper          

To address these issues, this review establishes a unified analytical framework covering conceptual 
boundaries, key technologies, representative applications, and evaluation pipelines. The main contributions 
of this review are summarized as follows: 

(1) We propose an evolutionary perspective of embodied intelligence by positioning disembodied 
intelligence, spatial intelligence, physical intelligence, and embodied intelligence within a unified 
developmental trajectory, while clarifying the fundamental differences between embodied intelligence, 
teleoperation, and automation. 

(2) We construct a full-stack technological framework spanning embodiment, cerebellum, brain, 
data acquisition, and training, integrating hardware platforms, motion control, cognitive decision-making, 
data collection, and model learning into a unified architecture.  

(3) We systematically review the evolution of embodied intelligence brain architectures, ranging 
from hierarchical modular systems to world action models, highlighting the transition toward predictive 
and action-coupled autonomous control. 

(4) We connect technological progress with real-world deployment requirements through representative 
applications and evaluation benchmarks, and further summarize future challenges. 

To ensure broad and up-to-date coverage, relevant literature was identified primarily through Google 
Scholar and arXiv based on the research topics and technical contents discussed in each section. Recent 
studies published since 2022 were prioritized, particularly for rapidly developing areas such as embodied 
foundation models, vision-language-action models, world models, robot learning, and embodied 
applications. Earlier publications were retained when they provided fundamental definitions, pioneering 
methods, or essential conceptual foundations. The retrieved literature was screened based on its relevance to 
the scope and technical focus of this review, while duplicate and unrelated studies were excluded. 

2. The concept of embodied intelligence 

2.1. Perspectives on concept of embodied intelligence from different disciplines 

From a philosophical perspective, embodied intelligence emphasizes that intelligence does not exist as 
an isolated process of abstract reasoning or symbolic computation detached from the body [12]. Instead, 
intelligence emerges from the interaction between an organism’s physical body and its surrounding 
environment through continuous perception and action. From this viewpoint, the body is not merely a 
carrier of intelligence but an essential foundation for the emergence of cognition. 

From the perspective of computer science, embodied intelligence represents an artificial intelligence 
paradigm oriented toward the physical world. Its core objective is not simply to equip intelligent systems 
with additional sensors and actuators, but to enable them to establish a learnable closed-loop interaction 
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mechanism among bodily constraints, environmental feedback, and task objectives. Through continuous 
interaction with the environment, embodied agents can progressively improve their behavioral capabilities 
and achieve adaptation in complex and unstructured scenarios [13]. Cognitive science provides a bridge 
between philosophical theories of embodiment and computational models. The theory of embodied 
cognition demonstrates through psychological and neuroscience studies that bodily states and physical 
experiences directly influence higher-level cognitive processes. It further suggests that advanced 
cognitive abilities, including memory, emotion, and reasoning, are fundamentally grounded in the 
interaction between the body and the environment [14].  

Overall, the central idea of embodied intelligence is that genuine intelligence cannot exist independently 
of the body, physical interaction, and environmental context. Intelligent agents must perceive the world 
through a physical body and generate actions through continuous perception-action loops, allowing cognition 
to emerge through interaction. Embodied intelligence therefore represents an evolutionary pathway of 
intelligence: philosophy establishes the fundamental role of embodiment, cognitive science provides 
empirical evidence for body-dependent cognition, and computer science ultimately aims to construct 
intelligent systems capable of real-time interaction and learning in physical environments. 

2.2. Comparison of teleoperation, automation and embodied intelligence 

By comparing embodied intelligence with traditional teleoperation and automation, the conceptual 
boundaries and intelligent characteristics of these technologies can be more clearly distinguished from 
the perspectives of autonomy level, physical interaction mode, and environmental adaptation mechanism. 

Teleoperation refers to a system in which human operators transmit control commands to remote 
agents through dedicated control devices across spatial distances, directly controlling their actions, 
environmental interactions, and task execution. The operation process of teleoperation follows the 
following loop: remote environmental information is transmitted to the operator terminal through 
multimodal sensors [15]; the operator generates commands based on the returned information; the 
commands are transmitted to the agent to perform corresponding actions; and the execution results 
are fed back through sensors to support dynamic adjustment of commands. In this process, human 
decision-making runs through the entire workflow. The intelligent agent does not participate in 
autonomous decision-making, and all actions strictly follow human instructions, ensuring high precision 
and controllability. 

Automation refers to the use of programming or physical constraints to convert specific task execution 
processes into predefined logic, allowing devices to complete repetitive production or daily tasks 
according to programmed rules. The autonomy of automation is mainly limited to the predefined rule 
boundaries. Once environmental conditions exceed the predefined range, human intervention is still 
required. A typical automated system operates through a closed-loop process consisting of rule definition, 
condition matching, autonomous execution, and result feedback. For example, engineers can define 
action sequences and triggering conditions through code, PLC configuration, or mechanical constraints [16]. 
The system collects environmental and internal state information, matches them with predefined rules, 
and executes corresponding actions. When abnormal situations occur, such as sensor failures or action 
timeouts, the system triggers alarms and waits for human inspection. Therefore, the core of automation 
is the stable reproduction of predefined procedures rather than understanding task semantics or 
autonomous learning in unknown environments. Taking current humanoid robots performing dancing 
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or boxing as an example, their behaviors are essentially high-precision trajectory tracking and dynamic 
compensation systems, which reproduce predefined joint angle sequences rather than demonstrating 
open-world understanding capabilities. Neither teleoperation nor traditional automation possesses intrinsic 
cognitive, reasoning, or learning capabilities. They only accurately reproduce assigned commands or 
trajectories without understanding task meanings or handling unexpected environmental changes. 

Embodied intelligence, in contrast, targets complex, open, and unstructured physical environments. 
It emphasizes that intelligent agents can autonomously perceive the environment, understand task 
semantics, reason about action consequences, generate control strategies, and continuously adjust 
behaviors through feedback. Rather than simply reproducing instructions or trajectories, embodied 
intelligence extracts semantic and physical properties from high-dimensional sensory streams through 
multimodal perception, learnable world models, reinforcement learning, and foundation models. It can 
perform online task planning and motion generation and adjust strategies in previously unseen scenarios. 
The comparison among the three paradigms is shown in Table 2. 

Table 2. Comparison of teleoperation, automation and embodied intelligence. 

Comparison Basic Definition Core Objective Autonomy Environmental 
Interaction Mode 

Task Structure Level Learning and 
Generalization 
Ability 

Teleoperation Remote control of a 
distant device through 
communication links 

Enable humans to 
observe or operate 
remote or dangerous 
environments 

No autonomy Humans interact 
with the environment 
indirectly through 
machines 

Mainly handles 
unstructured 
environments but highly 
depends on human real-
time judgment and 
flexibility 

No learning 
capability or low 
learning capability 

Automation Enables machines to 
automatically complete 
specific tasks according to 
predefined programs 

Replace humans in 
repetitive and high-
precision tasks 

Autonomous within 
predefined ranges 

Interaction follows 
fixed logic 

Highly dependent on 
structured, repeatable 
environments and 
sensitive to dynamic 
changes 

No learning 
capability or low 
learning capability 

Embodied 
Intelligence 

Enables intelligent agents 
with physical bodies to 
interact and learn in real 
environments 

Autonomously 
complete complex 
and changing tasks 
in unstructured 
environments 

Highly autonomous 
with adaptive 
learning and 
generalization ability 

Active perception-
cognition-action loop 
through physical 
interaction with 
environments 

Designed for 
unstructured, dynamic, 
and uncertain real-
world scenarios 

Continuously 
learns from 
experience and 
transfers skills to 
new tasks and 
environments 

It should be noted that teleoperation, automation, and embodied intelligence are not mutually 
exclusive categories but represent different degrees and configurations of human involvement, 
autonomy, and learning. Teleoperation primarily emphasizes human control of the robot, but may 
incorporate shared autonomy or learned assistance. Automation generally emphasizes the execution 
of predefined or algorithmically generated procedures, while modern automated systems can also 
incorporate learning-based perception, planning, and control. Embodied intelligence places greater 
emphasis on autonomous perception, decision-making, interaction, and adaptation through the physical 
body, but human intervention can still be retained when appropriate. Therefore, these concepts are better 
understood as overlapping system configurations rather than strictly separated categories. 

2.3. Comparison of disembodied intelligence, spatial intelligence, physical intelligence and  
embodied intelligence 

With the development of foundation models, multimodal perception, and robotics technologies, concepts 
such as disembodied intelligence [17] , spatial intelligence [18], physical intelligence [19] and embodied 
intelligence [20] have been frequently used to describe different levels of intelligent capabilities. These 
concepts respectively emphasize symbolic and semantic reasoning, three-dimensional spatial representation, 
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physical law modeling, and physical interaction. This section compares these concepts from four 
dimensions: cognitive foundation, spatial representation, physical constraints, and closed-loop interaction. 

Disembodied intelligence is an intelligence paradigm centered on cognitive computation without 
physical entities. It is based on multimodal foundation models such as text, vision, and speech models, 
which perform advanced cognitive activities including perception understanding, logical reasoning, 
content generation, and task planning in digital spaces. The operation process of disembodied 
intelligence follows a loop consisting of multimodal input, unified representation, cognitive reasoning, 
and digital output. Users provide information in the forms of text, images, speech, and videos. The model 
integrates multimodal information through vision encoders, language encoders, and Transformer 
architectures to achieve intent understanding. Based on large-scale pretrained knowledge and in-context 
learning capabilities, the model performs reasoning, planning, and generation. The outputs are provided 
in digital forms through interactive interfaces. Although the model can continuously improve through 
fine-tuning and alignment learning, the entire process does not involve physical perception, action 
execution, or real-world feedback. Disembodied intelligence is widely applied in digital information 
processing scenarios such as text generation [21] and video generation [22]. 

Spatial intelligence is an intelligence paradigm centered on spatial understanding and 3D scenario 
cognition [18]. Its essence is to establish structured representations of the real three-dimensional world 
based on two-dimensional perception, enabling intelligent systems to understand object positions, scales, 
orientations, topological relationships, and scene layouts. It represents the transition of AI from traditional 
2D visual recognition toward 3D world modeling and interaction capabilities, and serves as an important 
foundation for AI entering physical environments. Compared with general visual semantic understanding, 
spatial intelligence places greater emphasis on geometric structures, accessibility, and object relationships, 
providing fundamental representations for navigation, manipulation, and world models. 

Physical intelligence is a key paradigm for AI transitioning from information understanding to 
understanding the laws of the physical world [19]. Its core objective is to enable intelligent systems to 
model, predict, and make decisions based on real-world physical processes. Compared with disembodied 
intelligence, which mainly processes symbols, language, and statistical patterns, physical intelligence 
focuses more on physical laws such as gravity, friction, inertia, contact, material properties, and causal 
dynamics. Therefore, physical intelligence can be regarded as a capability for modeling and predicting 
physical laws. It does not necessarily require a physical entity and can often be validated through 
simulation environments. In contrast, embodied intelligence requires a complete closed-loop system 
consisting of a physical body, environmental interaction, and real-time feedback. 

Embodied intelligence refers to an intelligence paradigm based on physical bodies for perception 
and action. Its core characteristics include three inseparable dimensions: physicality, interaction, and 
adaptability [20]. Physicality means that intelligence relies on physical entities such as sensors and 
actuators and is constrained by physical laws including gravity, dynamics, and friction. Interaction 
means that intelligence emerges from active interaction between agents and the real environment 
rather than static data processing. Adaptability means that systems can dynamically adjust behaviors 
and autonomously complete tasks in unstructured environments. In summary, embodied intelligence 
embeds cognition into a physical body and achieves a paradigm shift from data processing to physical 
interaction and autonomous operation through real-time interaction with the environment. Embodied 
intelligence operates through a closed loop in which the system autonomously perceives the environment, 
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interacts with it in real time, makes cognitive decisions, executes actions, and adaptively iterates based 
on feedback. Through visual, force, tactile, and inertial sensors, the system collects information about 
the environment and its own state. Based on multimodal foundation models and reinforcement learning, it 
performs environmental modeling, object recognition, and intention understanding. Through online 
reasoning and dynamic planning, it generates control strategies adapted to current scenarios without 
relying on human teleoperation commands or fixed rules. The system drives mechanical structures and 
mobile platforms to perform movement, manipulation, and collaboration tasks, while continuously receiving 
environmental feedback during execution. According to interaction results, it updates behavioral strategies 
and improves task performance in unknown and dynamic environments. 

Overall, disembodied intelligence, spatial intelligence, physical intelligence, and embodied 
intelligence are not independent concepts, but rather represent a continuous capability evolution from 
digital space toward the physical world. Disembodied intelligence solves problems related to symbols, 
language, knowledge, and content generation, but lacks physical embodiment and real-world feedback. 
Spatial intelligence further establishes understanding of 3D structures, scene layouts, and object 
relationships. Physical intelligence focuses on modeling physical laws such as gravity, contact, friction, 
materials, and causal dynamics, providing predictive capabilities regarding how the world evolves. 
Embodied intelligence integrates these capabilities into systems with physical constraints and action 
abilities, forming a perception-cognition-action closed loop. Therefore, embodied intelligence is not simply 
an accumulation of spatial intelligence and physical intelligence. Instead, it integrates representation, 
prediction, decision-making, and execution into a unified interaction cycle. The comparison among 
the four concepts is shown in Table 3. 

Table 3. Comparison of disembodied, spatial, physical and embodied intelligence.  

Intelligence 
Type Core Definition Physical Entity Interaction with the 

Environment Typical Capabilities 

Disembodied 
Intelligence 

Intelligence that performs 
computation and reasoning in a 
purely informational space 

No physical entity; exists 
purely in software form 

Does not interact with the 
physical world; only 
processes symbols, data, and 
digital signals 

Language understanding, 
logical reasoning, image 
recognition, knowledge 
question answering, content 
creation 

Spatial 
Intelligence 

Intelligence capable of 
perceiving, understanding, 
reasoning about, and generating 
three-dimensional spatial 
structures and relationships 

Does not require a 
physical entity; can exist 
in virtual space 

Perceives, navigates, and 
manipulates spatial 
information in virtual or 
digital space without 
physical interaction 

3D perception, spatial 
navigation, scene 
understanding, 3D content 
generation, visual localization 

Physical 
Intelligence 

Intelligence capable of 
understanding the laws of the 
physical world and performing 
physical reasoning 

Does not require a 
physical entity; often 
relies on simulation 
environments 

Learns and predicts the 
consequences of physical 
interactions; can apply 
actions in simulation but not 
necessarily in the real world 

Physical commonsense 
prediction, object motion 
estimation, stability judgment, 
intuitive physical reasoning 

Embodied 
Intelligence 

Intelligence with a physical body 
that perceives and acts through 
interactions with the 
environment 

Must rely on a physical 
body 

Continuously applies 
physical actions and receives 
real-time physical feedback 
in the real world through the 
body 

Fine manipulation, autonomous 
locomotion, tool use, dexterous 
manipulation, adaptation to 
dynamic environments 

The evolutionary path of the above concepts reflects the continuous shift in the focus of artificial 
intelligence research: from information processing to interaction with the physical world, and from 
understanding the world to changing the world. Spatial intelligence answers the question of what the 
world is like, physical intelligence answers how the world works, and embodied intelligence further 
answers how to act in the world. Therefore, this study regards embodied intelligence as an integrated 
paradigm that connects foundation models, physical laws, and robotic systems. Its innovation potential 
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lies not only in the improvement of individual model capabilities, but also in the closed-loop synergy 
among the body, the environment, and learning mechanisms, as shown in Figure 2. 

 

Figure 2. The framework for disembodied, spatial, physical and embodied intelligence. The 
conceptual figure was created with the assistance of ChatGPT and subsequently reviewed, edited, 
and refined by the authors. 

3. Key technologies 

The key technologies of embodied intelligence can be regarded as a full-stack technical system jointly 
composed of embodiment, motion control, cognitive decision-making and the data loop. This paper 
presents a technical framework for embodied intelligence organized around five key components: 
embodiment, cerebellum, brain, data collection, and training. The embodiment determines how an intelligent 
agent enters the physical world, the cerebellum is responsible for real-time motion coordination and 
stable execution, the brain undertakes task understanding, world modeling, and policy generation, while 
the data and training framework determine whether the system can acquire generalizable capabilities 
from limited experience. 

3.1. Embodiment 

The embodiment form of embodied intelligence directly determines the robot’s motion capability and 
application scenarios. At present, it mainly evolves along four directions: humanoid, quadruped, 
wheeled, and hybrid embodiments [20]. Humanoid embodiments imitate the human body structure and 
motion mechanism, and possess bipedal locomotion and dexterous dual-arm manipulation capabilities. 
Their structure is naturally compatible with human environments, making them an ideal platform for 
general-purpose task execution and deep human–robot interaction. They impose high requirements on 
whole-body coordinated control, dynamic balance, and multimodal perception. Quadruped embodiments 
adopt bio-inspired leg structures. Through multi-point support and highly dynamic gaits, they achieve 
excellent mobility and stability in unstructured terrain. Compared with wheeled robots, they are better able 
to traverse stairs, slopes, and rubble, and are widely used in inspection, exploration, and load transportation. 
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They serve as highly adaptable mobile platforms for complex outdoor and industrial environments. 
Wheeled embodiments are based on differential-drive or omnidirectional mobile platforms. They feature 
high motion efficiency, low energy consumption, and simple control, enabling high-speed and accurate 
autonomous navigation in flat and structured environments. They are currently the most widely deployed 
embodiment form and are extensively used in logistics, commercial cleaning, and indoor security. 
Hybrid embodiments typically integrate an autonomous mobile platform with a multi-degree-of-freedom 
robotic arm to form a unified mobile manipulation system. They overcome the limitations of fixed 
workstations by performing grasping, assembly, and material handling while moving, making them the 
core embodied platform for intelligent manufacturing and flexible production lines. Typical embodiment 
forms of embodied intelligence are shown in Table 4. 

Table 4. Representative embodied intelligence robots. 

Embodiment 
Type Name Height/Dimensions Payload Maximum Speed 

(m·s−¹) 
Degrees of 
Freedom (DOF) Main Sensors 

Humanoid 

Atlas [23] Approximately 1.5 m Approximately 11 kg Approximately 
1.5 28+ (whole body) Depth camera, 

LiDAR, IMU 

Figure 03 
[24] Approximately 1.70 m Approximately 20 kg 1.2 41 (including 

dexterous hands) 

Whole-body tactile 
sensors, multi-
camera system 

NEO [25] 1.65 m 20 kg 1.1 20+ (tendon-
driven) 

Visual navigation, 
depth camera 

H2 [26] Approximately 1.80 m ≥30 kg 3.3 27+ (estimated) 3D LiDAR, depth 
camera 

GR-3 [27] 1.75 m Approximately 50 kg Approximately 
1.4 40+ (whole body) 

Surround-view 
vision, torque 
sensors  

Quadruped 

Honey 
Badger 4.0 
[28] 

Approximately 
80*50*40 cm Approximately 20 kg Approximately 

0.8 
Optional robotic 
arm Camera, LiDAR 

ANYmal X 
[29] Approximately 0.9 m 10–15 kg 1.3 12 (legs) 

LiDAR, thermal 
imaging camera, 
explosion-proof 
enclosure 

Stretch 3 
[30] 

Approximately 1.4 m 
(standing) 

2 kg 
 1.0 4+ (telescopic 

arm) 
RGB-D camera, 
LiDAR 

EVE [31] Approximately 1.9 m 15 kg 2.2 Dual arms + 
dexterous hands 

Surround-view 
vision, LiDAR 

AGIBOT 
G2 [32] Approximately 1.7 m 5–7 kg per arm Approximately 

1.1 28+ Multimodal sensors, 
dexterous hands 

R1 Pro [33] 1.72 m 20 kg per arm Approximately 
1.4 ≈ 15  Depth vision, force-

controlled joints 
Galbot G1 
[34] 1.73 m Approximately 10 kg 

per arm 
Approximately 
1.5 

Dual arms + 
dexterous hands 

3D vision, tactile 
sensors 

Hybrid 

RIVR [35]  Approximately 0.6 m Approximately 6 kg Approximately 
4.0 12 (legs) Wide-angle depth 

camera, LiDAR 

TRON 2 
[36] 

Approximately  
0.70 × 0.50 m Approximately 50 kg 2.0 Optional 

collaborative arm LiDAR, IMU 

B2-W [37] Approximately 1.0 m 
(standing) Maximum 40 kg Approximately 

4.2 (wheeled) 
Four wheels + leg 
joints 

3D LiDAR, depth 
camera 
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3.2. Cerebellum 

The cerebellum of embodied intelligence serves as the core hub of motion control. It is responsible for 
integrating multimodal sensory information in real time and generating precise motion commands to 
ensure agile response, coordinated movement, and stable execution in dynamic environments. In the 
motion control architecture of embodied intelligence, the low-level motion coordination layer represented 
by the cerebellum is generally responsible for real-time decision-making and whole-body coordination. 
Its main implementation paradigms can be summarized as Model Predictive Control (MPC) and 
Whole-Body Control (WBC). 

MPC employs an internal predictive model to optimize motion trajectories online. Similar to the 
feedforward prediction and smooth regulation functions of the biological cerebellum, it enables robots to 
generate predictive motions in dynamic and unstructured environments [38]. In recent years, whole-body 
MPC has further unified centroidal dynamics and whole-body dynamics within a single optimization 
framework, explicitly handling multiple contacts and force constraints, thereby achieving integrated 
planning from locomotion to upper-limb manipulation [39]. WBC solves joint torques satisfying 
multiple task priorities and physical constraints in real time through hierarchical quadratic programming, 
decomposing high-level commands into coordinated whole-body joint motions [40]. In practical 
systems, MPC and WBC are often combined hierarchically: MPC generates reference trajectories for 
motion and contact forces, while WBC tracks these references at high frequency and compensates for 
model mismatch and unmodeled dynamics, thereby achieving both predictive capability and real-time 
robustness [41]. In addition, reinforcement learning has played an increasingly important role in the 
development of motion control algorithms for embodied intelligence. For example, deep reinforcement 
learning has been used to enable adaptive navigation and gait switching of quadruped robots on complex 
unstructured terrain [42], while adversarial motion priors have been employed to learn highly dynamic 
parkour skills and whole-body coordination for bipedal robots [43]. 

3.3. Brain 

This paper classifies the brain architectures of embodied intelligence into five technical paradigms, i.e., 
the traditional layered modular architecture, the large model-driven layered modular architecture, the 
Vision-Language-Action (VLA) model [44], the World Model (WM) [45] and the World Action Model 
(WAM) [46]. The traditional hierarchical modular architecture emphasizes engineering controllability; 
the large-model-driven architecture enhances open-ended semantic understanding; the VLA model 
aims at end-to-end mapping from perception to action; the World Model provides internal simulation 
capability; and the World Action Model further couples prediction and action generation within a unified 
computational framework. The typical architectures of the five paradigms are shown in Figure 3. 
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Figure 3. Typical brain architectures for the embodied intelligence. 

3.3.1. Traditional hierarchical modular architecture 

The traditional hierarchical modular architecture is the classical paradigm for engineering embodied 
intelligence systems. Its basic idea is to divide perception, localization, planning, and control into 
relatively independent modules and transfer intermediate representations through predefined interfaces. 

This approach provides high reliability and interpretability in structured scenarios such as autonomous 
driving, industrial robots, and mobile robots, and facilitates local debugging, constraint verification, and 
safety redundancy design. However, it also has obvious limitations. The interfaces between modules 
compress information, local optimality cannot guarantee global optimality, and errors may accumulate 
progressively along the perception–planning–control pipeline. Therefore, the hierarchical modular 
architecture is more suitable as an engineering baseline for highly reliable systems than as the ultimate 
architecture for general embodied intelligence in open environments. 

3.3.2. Large-model-driven hierarchical modular architecture 

To compensate for the limitations of the traditional hierarchical architecture in high-level reasoning and 
task generalization, researchers have begun to employ large-scale pretrained models as the core of 
decision-making and planning, forming the large-model-driven hierarchical modular architecture. 

This paradigm retains the reliability of low-level motion planning and feedback control while 
utilizing large language models or vision-language models for open-ended instruction understanding, 
task decomposition, and dynamic replanning. Representative works include SayCan [47], which balances 
semantic feasibility and physical feasibility; Code as Policies [48] , which composes low-level skills 
through code generation; and Inner Monologue [49] , which injects environmental feedback into language 
models to support closed-loop execution. 
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The advantage of this architecture lies in its strong interpretability and engineering reusability. However, 
a representation gap still exists between high-level semantic understanding and low-level motion control. 

3.3.3. VLA architecture 

Although the large-model-driven hierarchical architecture improves the generalization capability of 
high-level cognition, it still retains predefined module boundaries and interfaces, resulting in information 
compression and accumulated errors during transmission. The VLA model abandons explicit hierarchical 
decomposition and instead jointly models perception, reasoning, and action in an end-to-end manner. 

The VLA model takes visual observations and natural language task instructions as inputs and directly 
outputs executable robot control actions, realizing an end-to-end mapping from high-dimensional 
perceptual semantics to low-dimensional physical actions. The essence of VLA is to transfer the scene 
understanding, commonsense reasoning, and generalization capabilities learned by large-scale 
vision-language models from Internet data to physical robot manipulation tasks through the introduction of 
the action modality. 

The core principle of VLA is to discretize continuous actions into a finite number of action tokens, 
which, together with visual tokens and language tokens, form a unified multimodal sequence for 
autoregressive prediction by a large language model. Through joint training on Internet vision-language 
data and robot demonstration data, the model learns semantic understanding from vision-language priors 
and maps it into the physical action space. During inference, the model takes the current image and task 
instruction as input, generates future action sequences token by token, and then decodes them into joint 
commands or end-effector control commands to drive the robot. Recent analysis of VLA models for 
generalist robots further shows that model architecture, action representation, observation history, and the 
diversity of embodied training data are important factors affecting their generalization and performance [50]. 

The VLA model can be formally expressed as learning an action policy distribution conditioned on 
visual observations and language instructions: 

𝑃𝑃𝜃𝜃(𝐴𝐴𝑡𝑡:𝑡𝑡+𝐻𝐻−1 ∣∣ ℎ𝑡𝑡 ,𝐿𝐿 ) = �𝑞𝑞𝜃𝜃(𝑐𝑐𝑡𝑡|ℎ𝑡𝑡, 𝐿𝐿)𝑃𝑃𝜃𝜃𝑎𝑎𝑎𝑎𝑎𝑎(𝐴𝐴𝑡𝑡:𝑡𝑡+𝐻𝐻−1|𝑐𝑐𝑡𝑡)𝑑𝑑𝑐𝑐𝑡𝑡  (1) 

In the above equation, the left-hand side represents the conditional policy distribution for generating 
the future H-step action sequence 𝐴𝐴𝑡𝑡:𝑡𝑡+𝐻𝐻−1 given the interaction history ℎ𝑡𝑡 and the language instruction 𝐿𝐿, 
which corresponds to the input-output relationship of the VLA model. The right-hand side represents its 
implementation, where the conditional representation model 𝑞𝑞𝜃𝜃(𝑐𝑐𝑡𝑡|ℎ𝑡𝑡,𝐿𝐿) fuses the visual or multimodal 
observation history with the language instruction into a task-conditioned representation 𝑐𝑐𝑡𝑡, and the action 
generation model  𝑃𝑃𝜃𝜃𝑎𝑎𝑎𝑎𝑎𝑎(𝐴𝐴𝑡𝑡:𝑡𝑡+𝐻𝐻−1|𝑐𝑐𝑡𝑡)  generates the action sequence based on this representation by 
integrating over all possible conditional representations. Here, ℎ𝑡𝑡 = (𝑂𝑂1:𝑡𝑡 ,𝐴𝐴1:𝑡𝑡) denotes the interaction 
history up to time step t; 𝑂𝑂1:𝑡𝑡 denotes the visual or multimodal observation history; L denotes the language 
task instruction; 𝐴𝐴𝑡𝑡:𝑡𝑡+𝐻𝐻−1 denotes the future action chunk; H denotes the action prediction horizon; 𝑐𝑐𝑡𝑡 
denotes the task-conditioned representation that integrates the environmental state, task semantics, and 
historical information; and θ denotes all learnable parameters of the VLA model. 𝑃𝑃𝜃𝜃𝑎𝑎𝑎𝑎𝑎𝑎 is the unified action 
probability model, which can be implemented using autoregressive models, diffusion models, or flow 
matching. The output of the VLA model is the action sequence and does not require explicitly generating 
the future world. The representative VLA Models are summarized in Table 5. 
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Table 5. Typical VLA Models for embodied intelligence. 

Series Model Year Open 
Source 

Main Features 

RT RT-1 [51] 2022 Y The first VLA model based on Robotics Transformer, using sequence modeling for 
robot actions. 

RT-2 [44] 2023 Y Integrates Internet-scale vision-language knowledge to enable semantic reasoning and 
action generation. 

RT-2-X [52] 2023 Y Strong cross-robot generalization capability, trained on the Open X-Embodiment 
dataset. 

RT-X [52] 2023 Y Trained on multiple robots and multiple tasks, enabling cross-platform transfer 
π π0 [53] 2024 Y Uses Flow Matching for action generation, providing strong continuous action control 

capability. 
π0-FAST [54] 2025 Y Introduces the FAST Action Tokenizer to achieve low-latency action generation. 
π0.5 [55] 2025 Y Designed for open-world scenarios and supports generalization to unseen environments. 
π0.6 [56] 2025 Y Introduces hierarchical planning and an improved VLM backbone, improving 

manipulation success rate. 
π*0.6 [56] 2025 Y Incorporates reinforcement learning based on π0.6, enabling policy optimization from 

real execution experience. 
π0.7 [57] 2026 Y Supports compositional skills for completing unseen tasks and achieves the strongest 

generalization in open environments. 
GEN GEN-0  2025 N The first model to validate robot scaling laws, specifically designed for physical tasks 

with native support for perception and action. 
GEN-1 2026 N Achieves a success rate of over 99%, 2–3× faster execution, 10× higher data efficiency, 

and trains most parameters from scratch. 
GROOT GR00T N1 

[58] 
2025 Y The world’s first open-source foundation model for humanoid robots, featuring a dual-

system architecture with a slow reasoning system and a fast diffusion-based action 
system. 

GR00T N1.5  2025 Y Expands the diffusion Transformer action head to 16 layers compared with GR00T N1. 
GR00T N1.6  2026 Y Uses a 32-layer diffusion Transformer action head with only four diffusion steps, 

achieving 22.8 Hz inference on an RTX 4090, relative-state behavior prediction, and 
strong generalization capability. 

3.3.4. World Model 

Although VLA models establish an end-to-end mapping from perception to action, they still directly 
generate actions based on the current observation and lack an explicit predictive mechanism for future 
environmental evolution. To address this limitation, the World Model introduces an internal model of 
environmental dynamics, enabling embodied intelligence systems to predict future states before taking 
actions [59]. The core idea of the World Model is to learn the state transition patterns of the external 
environment from large-scale interaction data and construct an internal predictive model that can simulate 
future environmental evolution. Instead of directly outputting actions, the World Model predicts future 
observations or latent states conditioned on the current observation and historical information, thereby 
providing environmental predictions for planning and decision-making. This mechanism enables the agent 
to anticipate future states before acting, thereby significantly improving long-horizon planning and 
decision-making in complex tasks. 

The World Model can be formulated as: 

𝑃𝑃𝜙𝜙(𝑂𝑂𝑡𝑡+1:𝑡𝑡+𝐻𝐻 ∣∣ ℎ𝑡𝑡, 𝐿𝐿,𝐴𝐴𝑡𝑡:𝑡𝑡+𝐻𝐻−1 ) = �𝑞𝑞𝜙𝜙(𝑠𝑠𝑡𝑡|ℎ𝑡𝑡 ,𝐿𝐿)𝑃𝑃𝜙𝜙𝑤𝑤𝑤𝑤𝑤𝑤𝑤𝑤𝑤𝑤(𝑂𝑂𝑡𝑡+1:𝑡𝑡+𝐻𝐻|𝑠𝑠𝑡𝑡,𝐴𝐴𝑡𝑡:𝑡𝑡+𝐻𝐻−1)𝑑𝑑𝑠𝑠𝑡𝑡 (2) 

In the above equation, the left-hand side represents the probability distribution for predicting the future 
observations 𝑂𝑂𝑡𝑡+1:𝑡𝑡+𝐻𝐻 given the interaction history ℎ𝑡𝑡, the language task instruction L, and the candidate 
action sequence 𝐴𝐴𝑡𝑡:𝑡𝑡+𝐻𝐻−1, which corresponds to the input-output relationship of the language-conditioned 
World Model. The right-hand side represents its implementation, where the conditional world representation 
model 𝑞𝑞𝜙𝜙(𝑠𝑠𝑡𝑡|ℎ𝑡𝑡,𝐿𝐿)  encodes the current world state and task semantics into a task-conditioned world 
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representation 𝑠𝑠𝑡𝑡 and the future world generation model 𝑃𝑃𝜙𝜙𝑤𝑤𝑤𝑤𝑤𝑤𝑤𝑤𝑤𝑤(𝑂𝑂𝑡𝑡+1:𝑡𝑡+𝐻𝐻|𝑠𝑠𝑡𝑡,𝐴𝐴𝑡𝑡:𝑡𝑡+𝐻𝐻−1) predicts the future 
observations corresponding to the candidate action sequence by integrating over all possible conditional 
world representations. Here, 𝑠𝑠𝑡𝑡 can be regarded as the combination of the world state representation 𝑧𝑧𝑡𝑡 and 
the task-conditioned representation 𝑐𝑐𝑡𝑡 , i.e., 𝑠𝑠𝑡𝑡 = (𝑧𝑧𝑡𝑡, 𝑐𝑐𝑡𝑡) ; 𝜙𝜙 denotes the parameters of the World Model; 
and H denotes the prediction horizon. The output of the World Model is the predicted future world 
corresponding to the candidate action sequence. The representative World Models are summarized 
in Table 6. 

Table 6. Typical World Models for embodied intelligence. 

Model Release 
Time 

Open 
Source 

Main Features Key Performance Metrics Training Data 

Dreamer 4 [60] 2025 Y Based on a latent-space world model, 
enabling long-horizon planning and 
extremely low real-world interaction 
training 

Requires only approximately 
1/100 of the real-world data used 
by VPT for the Minecraft 
Diamond task 

Minecraft interaction 
data 

VerseCrafter [61] 2025  Y Text-driven generation of editable and 
physically consistent large-scale 3D 
worlds 

Supports open-world 3D 
environment generation 

Indoor/industrial 3D 
scene datasets 

Ctrl-World [62] 2025  Y Supports future world generation driven 
by control signals such as keypoints and 
trajectories 

Improves policy performance by 
44.7% with zero real-robot data 

Zero real-robot data 

NeoVerse [63] 2026  Y Outputs diverse 3D environments with 
geometric consistency, semantic 
rationality, and direct interaction 
capability 

State-of-the-art geometric 
consistency and strong simulation-
to-real alignment 

Industrial/home 
digital twin data 

Cosmos WFM 
[64] 

2026  Y Unified modeling of videos, physical 
states, and action tokens 

Supports joint generation of video 
and physical tokens; 8× 
spatiotemporal compression 

10 million hours of 
video + 9000T tokens 

Genie-Envisioner 
[65]  

2025  Y Infers and generates an operable virtual 
world from a single image, achieving a 
transition from static observation to 
dynamic prediction 

State-of-the-art cross-platform 
generalization and long-horizon 
prediction 

3000 hours of real-
robot data 

DexWorldModel 
[66] 

2026  Y Models dexterous hand contact 
dynamics and enables fine manipulation 
prediction 

94% success rate on RoboTwin; 
50% zero-shot Sim2Real 
improvement 

Simulation data 

3.3.5. World Action Model 

Classical World Models mainly focus on predicting the system’s own states or observations, while their 
modeling of the causal effects caused by action interventions is insufficient. Based on this, the World 
Action Model explicitly introduces action conditions and establishes a closed-loop reasoning mechanism 
of action–state–outcome, providing a more complete simulation environment for model-based behavior 
decision-making [67]. Different from the VLA architecture, which focuses on the direct mapping from 
perception to action, and also different from the World Model, which uses environmental prediction as an 
auxiliary tool for policy optimization, the core characteristic of the World Action Model is that it does not 
pursue the shortest path from perception to execution. Instead, it emphasizes constructing a predictable 
physical engine inside the model, allowing the agent to first simulate the possible physical consequences 
of actions before execution, thereby forming a cognitive closed loop of understanding–reasoning–correction. 

Within this closed loop, prediction itself is an intrinsic component of decision-making rather than 
an external auxiliary module. VLA models determine appropriate actions based on scene observations, 
whereas World Models predict future outcomes resulting from actions. World Action Models unify 
these capabilities within a single computational framework by integrating predictive reasoning with 
action-based decision-making. 
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Formally, the World Action Model unifies action generation and world reasoning into a joint 
optimization problem. Specifically, the model takes the current environmental state and task instruction 
as conditions and simultaneously outputs the predicted state at the next time step and the executable 
action at the current time step. Different from VLA, which only outputs actions, and the World Model, 
which mainly outputs state predictions, the key characteristic of the World Action Model is that state 
reasoning and action generation share the same computational graph, where prediction and decision-making 
mutually constrain and jointly optimize each other in the latent space. By expanding this joint generation 
process, the model can be further extended to multi-step reasoning, thereby supporting forward-looking 
decision-making in long-horizon tasks. 

The World Action Model can be formally expressed as integrating action generation and world 
reasoning into the same conditional joint distribution: 

𝑃𝑃𝜑𝜑�𝐴𝐴𝑡𝑡:𝑡𝑡+𝐻𝐻−1,𝑂𝑂𝑡𝑡+1:𝑡𝑡+𝐻𝐻 ∣∣ ℎ𝑡𝑡, 𝐿𝐿 � = �𝑞𝑞𝜑𝜑(𝑠𝑠𝑡𝑡|ℎ𝑡𝑡 ,𝐿𝐿)𝑃𝑃𝜑𝜑
𝑗𝑗𝑗𝑗𝑗𝑗𝑗𝑗𝑗𝑗(𝐴𝐴𝑡𝑡:𝑡𝑡+𝐻𝐻−1,𝑂𝑂𝑡𝑡+1:𝑡𝑡+𝐻𝐻|𝑠𝑠𝑡𝑡)𝑑𝑑𝑠𝑠𝑡𝑡 (3) 

In the above equation, the left-hand side represents the probability distribution for jointly 
generating the future actions 𝐴𝐴𝑡𝑡:𝑡𝑡+𝐻𝐻−1  and future observations 𝑂𝑂𝑡𝑡+1:𝑡𝑡+𝐻𝐻  conditioned on the 
interaction historyℎ𝑡𝑡 and the language task instruction L, which corresponds to the input-output 
relationship of the World Action Model. The right-hand side represents its implementation logic, 
where the conditional world representation model 𝑞𝑞𝜑𝜑(𝑠𝑠𝑡𝑡|ℎ𝑡𝑡,𝐿𝐿) encodes the current world state and 
task semantics into the task-conditioned world representation 𝑠𝑠𝑡𝑡, and the joint action-world generation 
model 𝑃𝑃𝜑𝜑

𝑗𝑗𝑗𝑗𝑗𝑗𝑗𝑗𝑗𝑗(𝐴𝐴𝑡𝑡:𝑡𝑡+𝐻𝐻−1,𝑂𝑂𝑡𝑡+1:𝑡𝑡+𝐻𝐻|𝑠𝑠𝑡𝑡) simultaneously generates executable actions and their corresponding 
future world states, while integrating over all possible conditional world representations. Here, 𝑠𝑠𝑡𝑡 = (𝑧𝑧𝑡𝑡 , 𝑐𝑐𝑡𝑡), 
where 𝑧𝑧𝑡𝑡 represents the current world state and 𝑐𝑐𝑡𝑡 represents the task condition; η denotes the parameters 
of the WAM; and H denotes the generation horizon. The joint generation model 𝑃𝑃𝜑𝜑

𝑗𝑗𝑗𝑗𝑗𝑗𝑗𝑗𝑗𝑗  can be 
implemented using video-action joint diffusion, autoregressive generation, imagination-before-execution, 
or future-feature-conditioned policies. 

The output of WAM simultaneously encompasses action generation and future-state prediction. 
Based on Equations (1)–(3), the technological evolution from VLA models to World Models and finally 
to World Action Models can be characterized by a progressive shift from direct action generation, to 
consequence prediction conditioned on actions, and ultimately to the joint generation of actions and their 
predicted consequences. The typical World Action Models are shown in Table 7. 

Table 7. Typical World Action Models for embodied intelligence. 

Model Release 
Time 

Open 
Source Main Features Training Data 

VLA-JEPA [68] 2025  Y Learns a shared latent space, enabling mutual prediction among 
language instructions, visual observations, and action sequences 

Multimodal robot manipulation 
data 

RynnVLA-002 
[69] 2025  Y 

Implements a real-time closed-loop vision-language-action flow. It 
not only generates actions but also continuously updates its belief 
about the world in real time 

Three-tokenizer unified encoding 

GigaBrain-0 [70] 2025  Y 
A world-model-enhanced vision-language-action foundation model 
that unifies environmental understanding, future state prediction, and 
robot action generation within a single framework 

Large-scale robot interaction data 

Dream Zero [71] 2026 Y 

A world action model that jointly predicts future video frames and 
continuous robot actions, enabling zero-shot task generalization, 
cross-embodiment skill transfer, and real-time closed-loop robotic 
control 

Large-scale multi-robot 
interaction data, human videos, 
and robot demonstration data 
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3.3.6. Comparison of five brain model architectures 

The above five types of embodied brain architectures can be understood as a continuous spectrum from 
engineering controllability to frontier exploration. The hierarchical modular architecture emphasizes 
reliable interfaces and verifiable execution; the large-model-driven hierarchical architecture enhances 
open semantic understanding; VLA pursues end-to-end mapping from perception to action; the World 
Model provides future state prediction; and the World Action Model further unifies prediction and action 
generation. The main differences among them are shown in Table 8. 

Table 8. Comparison of the five brain model architectures. 

Architecture 
Paradigm 

Core Idea Main Advantages Main Disadvantages Typical Application 
Scenarios 

Maturity 

Hierarchical 
Modular 
Architecture 

Divides perception, 
localization, planning, 
and control into 
independent modules 

Clear interfaces, easy 
debugging, and convenient 
safety verification 

Module errors are prone to 
cascading, and cross-task 
generalization is limited 

Industrial robots, 
autonomous driving, 
structured mobile robots 

High 

Large-Model-
Driven 
Hierarchical 
Modular 
Architecture 

Uses LLM/VLM for 
task parsing, skill 
invocation, and 
semantic planning 

Strong open instruction 
understanding, good 
interpretability and 
engineering reusability 

A gap exists between high-
level semantic objectives 
and low-level continuous 
control 

Service robots, tool use, 
language-conditioned 
task planning 

Medium–
High 

VLA Model Unifies vision, 
language, and action 
into an end-to-end 
policy model 

Fast response and strong 
potential for cross-task 
semantic generalization 

Insufficient explicit 
dynamics modeling, 
counterfactual reasoning, 
and safety constraints 

General manipulation, 
mobile manipulation, 
cross-scenario 
instruction execution 

Medium, 
rapidly 
maturing 

World Model Learns latent state 
transitions and predicts 
future states internally 

High sample efficiency, 
suitable for long-horizon 
planning and imagination-
based trial and error 

Prediction and action 
generation are separated, 
with a simulation-to-reality 
gap 

Long-horizon planning, 
simulation training, risk 
anticipation 

Medium 

World Action 
Model 

Jointly models future 
prediction and action 
generation within the 
same framework 

Potential for forward-
looking decision-making 
and safety evaluation 

Still in the early stage, with 
immature data, evaluation, 
and controllability 

Long-term autonomous 
interaction, safety-
critical tasks, open-
domain exploration 

Low–
Medium, 
frontier 
exploration 

These architectures should not be regarded as mutually exclusive alternatives at the same abstraction 
level. Hierarchical architectures primarily describe how perception, planning, control, and other functions 
are organized into different modules or levels, whereas VLA models provide a unified mapping from visual 
observations and language instructions to robot actions. World Models introduce an explicit representation 
or prediction of environmental states and dynamics, enabling an agent to reason about possible future 
outcomes before acting. World Action Models further couple world modeling with action generation, 
aiming to jointly predict how actions affect the environment and determine appropriate actions. 
Consequently, these paradigms can coexist within a single embodied system: a hierarchical system may 
incorporate a VLA policy, a VLA agent may use a World Model for prediction, and a World Action Model 
can serve as an integrated mechanism for prediction and action generation. 

3.4. Data collection 

Data collection determines what kind of behavior distribution embodied intelligence models can learn, 
and also determines the upper bound of their generalization capability. Unlike Internet image-text data, 
robot interaction data has characteristics including high collection costs, large differences in hardware 
configurations, scarcity of failure samples, and insufficient coverage of long-tail scenarios. Therefore, 
data collection is not merely a preparation stage before training, but a core infrastructure connecting the 
real world, simulation environments, and policy learning. 
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The demonstration data collection paradigm directly affects the generalization capability and 
training efficiency of models. According to the data acquisition mechanism, current mainstream methods 
can be divided into three categories: teleoperation-based data collection, motion capture-based data 
collection, and human demonstration-based data collection [72]. Teleoperation-based data collection 
records data through the chain of operator–control interface–robot. The operator controls the master 
device, and the control commands are transmitted to the slave robot in real time after forward kinematics 
and interpolation calculation. During this process, the system synchronously records joint states, end-effector 
poses, visual observations, and control signals, forming structured state-action pairs. The ALOHA system 
proposed by Zhao et al. [73] is a typical example of this paradigm. It adopts a master-slave dual-arm 
configuration and low-cost joint encoders, enabling the collection of high-precision bimanual coordination 
demonstrations in fine manipulation tasks and providing reliable supervision for behavior cloning and 
Vision-Language-Action model training. 

Motion capture-based data collection directly generates demonstrations from human movements. 
This type of method utilizes visual tracking or inertial sensing systems to obtain the three-dimensional 
motion trajectories of human keypoints in real time, and maps human motions to the target robot 
configuration through motion retargeting and inverse kinematics solving. Fu et al. [74] adopted a 
monocular RGB camera in the HumanPlus framework to estimate full-body human poses in real time. 
Through whole-body inverse kinematics optimization, executable joint trajectories for humanoid robots 
are generated, achieving automated conversion from natural human movements to robot demonstrations. 
Compared with teleoperation, this approach does not require operators to directly manipulate robots, 
provides higher naturalness of motion, and significantly improves data collection efficiency. However, 
it relies on accurate motion calibration and mapping algorithms to overcome the kinematic differences 
between humans and robots. Human demonstration-based data collection further reduces equipment 
constraints by directly recording multimodal behavioral information during human task execution. 
Operators typically hold portable devices integrated with visual sensors and operation interfaces to 
perform tasks in natural environments, while the data acquisition equipment simultaneously records 
first-person-view images, hand motion sequences, interaction forces, and other signals. The Universal 
Manipulation Interface (UMI) designed by Chi et al. [75] adopts a handheld gripper and wrist-mounted 
camera to capture real-world demonstration data without relying on a fixed robotic platform. Subsequently, 
human operations are mapped into robot policies through behavior cloning methods such as diffusion 
policies. The essence of this paradigm is to abstract human operating experience into generalizable 
policy representations through the process of observation–recording–learning. Its data collection process 
has low dependence on facilities and is more suitable for covering long-tail scenarios; however, it 
imposes higher requirements on noise processing of demonstration data and the robustness of motion 
mapping. The data collection processes of the three methods are shown in Figure 4. 
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(a) 

 
(b) 

 
(c) 

 

Figure 4. Comparison of three types of data collection processes. The conceptual figure was 
created with the assistance of ChatGPT and subsequently reviewed, edited, and refined by the 
authors. (a) Teleoperation-based data collection process; (b) Motion capture-based data collection 
process; (c) Human Demonstration-based data collection process. 

3.5. Model training 

3.5.1. Model training methods 

After obtaining multi-task and multi-scenario embodied interaction data, training methods determine how 
agents form transferable perception–motion policies from data. Different from traditional supervised 
learning, embodied intelligence training not only requires models to fit expert actions, but also needs to 
handle distribution shifts, environmental feedback, physical constraints, and safety risks. Existing 
training methods can be summarized into three categories: imitation learning, which extracts policies 
from expert demonstrations; offline reinforcement learning, which optimizes policies from previously 
collected interaction data without additional environment interaction; and reinforcement learning from 

Control
Commands

Video
Feedback
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human feedback, which converts human preferences into learnable rewards. Recent work further 
emphasizes the bidirectional relationship between embodiment and learning, highlighting that physical 
embodiment can shape the learning process while learning simultaneously improves an agent’s ability 
to exploit its embodied capabilities[76]. 

Imitation learning formulates policy learning as supervised regression and minimizes the negative 
log-likelihood [77]: 

ℒBC = −𝐸𝐸(𝑠𝑠,𝑎𝑎)∼𝔻𝔻[log𝜋𝜋𝜃𝜃 (𝑎𝑎|𝑠𝑠)] (4) 

Where ℒBC is the behavior cloning loss function; (𝑠𝑠, 𝑎𝑎) is the state-action pair;𝑠𝑠 denotes the state;𝑎𝑎 
denotes the action;𝔻𝔻 is the expert demonstration dataset; 𝜋𝜋𝜃𝜃 is the policy network parameterized by 𝜃𝜃; 
and𝐸𝐸(𝑠𝑠,𝑎𝑎)∼𝔻𝔻 represents the expectation over dataset 𝔻𝔻.This paradigm is direct and efficient, but suffers 
from the covariate shift problem, where the mismatch between training and deployment state distributions 
leads to error accumulation. Inverse reinforcement learning indirectly alleviates this problem by inferring 
the reward function𝑅𝑅𝜙𝜙, enabling the policy to align with intentions rather than action appearances. 

Offline reinforcement learning learns conservatively from a fixed dataset 𝔻𝔻 without environmental 
interaction. The interaction data contained in this dataset may have been collected previously through expert 
demonstrations, human teleoperation, existing policies, or trial-and-error exploration; however, such data 
collection is distinct from the subsequent offline policy training process. Conservative Q-Learning (CQL) 
suppresses this problem by penalizing extrapolated values [78]： 

min
𝑄𝑄

α �𝐸𝐸𝑠𝑠∼𝔻𝔻,𝑎𝑎∼μ[𝑄𝑄(𝑠𝑠, 𝑎𝑎)]− 𝐸𝐸(𝑠𝑠,𝑎𝑎)∼𝔻𝔻[𝑄𝑄(𝑠𝑠, 𝑎𝑎)]� + 𝐿𝐿Bellman (5) 

where 𝑄𝑄(𝑠𝑠,𝑎𝑎) is the action-value function;𝜇𝜇  is an arbitrary distribution used to generate candidate 
actions; 𝑎𝑎 is the penalty coefficient; 𝔻𝔻 is the offline dataset; and 𝐿𝐿Bellman is the standard Bellman mean 
squared error.  

It is also commonly combined with behavior regularization constraints to limit the deviation 
between the policy and the data-generating policy: 

𝐸𝐸𝑠𝑠∼𝔻𝔻 �𝐷𝐷KL �πθ(⋅ |𝑠𝑠) | πβ(⋅ |𝑠𝑠)�� ≤ ϵ (6) 

where DKL is the Kullback–Leibler divergence; 𝜋𝜋𝜃𝜃denotes the learned policy, 𝜋𝜋𝛽𝛽tdenotes the behavior 
policy that generated the offline dataset, 𝐷𝐷 denotes the offline dataset, and 𝜖𝜖  denotes the prescribed 
upper bound on the expected policy deviation from the behavior policy [79].  

Reinforcement learning from human feedback replaces manually designed rewards with qualitative 
comparison signals [80]. Given two trajectory segments (𝜎𝜎1,𝜎𝜎2)  from the same state, the human 
preference distribution follows the Bradley–Terry model: 

𝑃𝑃(σ1 ≻ σ2) =
exp𝑅𝑅ψ� (σ1)

exp𝑅𝑅ψ� (σ1) + exp𝑅𝑅ψ� (σ2) (7) 

where 𝜎𝜎1 ≻ 𝜎𝜎2 represents the preference event that segment 1 is better than segment 2; and 𝑅𝑅𝜓𝜓�  is the 
reward model parameterized by 𝜓𝜓.  

The reward model is trained by minimizing the cross-entropy loss of preference prediction: 

𝐿𝐿𝑅𝑅𝑤𝑤𝑤𝑤 = −𝐸𝐸�(𝜎𝜎1,𝜎𝜎2,𝑦𝑦)∼𝐷𝐷𝑝𝑝𝑟𝑟𝑟𝑟𝑟𝑟�
�𝑦𝑦𝑦𝑦𝑦𝑦𝑦𝑦𝑃𝑃(𝜎𝜎1≻𝜎𝜎2) + (1 − 𝑦𝑦)𝑙𝑙𝑙𝑙𝑙𝑙�1− 𝑃𝑃(𝜎𝜎1≻𝜎𝜎2)��  (8) 
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where 𝐿𝐿𝑅𝑅𝑤𝑤𝑤𝑤 denotes the reward model training loss,𝜎𝜎1 and 𝜎𝜎2 denote two trajectory segments being 
compared, y∈{0,1} denotes the human preference label, 𝑃𝑃(𝜎𝜎1≻𝜎𝜎2)denotes the probability that trajectory 
segment 𝜎𝜎1 is preferred over 𝜎𝜎2, and 𝐷𝐷𝑝𝑝𝑟𝑟𝑟𝑟𝑟𝑟 denotes the human preference dataset.  

The processes of the three training methods are shown in Figure 5. 

 

Figure 5. Flowchart of typical training methods. The conceptual figure was created with the 
assistance of ChatGPT and subsequently reviewed, edited, and refined by the authors. 

3.5.2. Model training framework 

The engineering deployment of embodied intelligence models not only relies on the performance of the 
model architecture itself, but also highly depends on the support of a full-process training framework 
and toolchain covering data collection, model training, simulation validation, and edge deployment. This 
review systematically summarizes four major categories of current mainstream training frameworks: 
engineering full-stack frameworks, VLA specific training frameworks, data synthesis and augmentation 
frameworks, and simulation training platforms. 

Engineering full-stack frameworks integrate hardware drivers and upper-level applications, providing 
an end-to-end solution from prototype development to practical applications, thereby reducing development 
complexity and cost. VLA-specific training frameworks focus on the training of vision-language-action 
models, unify multimodal training processes, and improve policy generalization and learning efficiency 
through methods such as reinforcement learning. Data synthesis and augmentation frameworks 
systematically address the scarcity of high-quality training data by automatically generating large-scale 
and diverse synthetic data through simulation environments and performing data augmentation. 
Simulation training platforms provide high-fidelity virtual environments, allowing robots to perform 
trial-and-error learning, algorithm validation, and policy training, thereby enabling transfer from 
simulation to reality. The comparison of representative architectures of the four training frameworks is 
shown in Table 9. 
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Table 9. Comparison of representative training frameworks. 

Framework 
Category 

Framework 
Name 

Core Positioning Data 
Collection 

Model 
Training 

Model 
Inference 

Main Characteristics 

Engineering 
Full-Stack 
Training 
Framework 

FluxVLA 
Engine 

Standardized 
engineering full-stack 
foundation 

   Unifies the entire VLA 
development workflow and 
addresses industry fragmentation 
through standardization 

LeRobot Unified development 
framework for robot 
learning 

   Provides unified APIs covering 
the complete closed loop from 
hardware drivers to edge 
deployment 

VLA 
Training 
Framework 

VLA 
Foundry 
[81] 

Full lifecycle pre-
training and fine-
tuning of VLA 

   Deeply integrates with Hugging 
Face and controls the entire 
process from LLM to VLA 

Dexbotic 
[82] 

Multi-model VLA 
experimental 
comparison platform 

   Provides unified interfaces for 
multiple VLA policies and 
enables rapid experimental 
comparison through script-based 
configuration 

IB-Robot 
[83] 

Industrial-grade ROS 
2 bridging framework 

   Deeply integrates LeRobot with 
ROS 2 and is suitable for product-
level deployment 

Data 
Synthesis 
and 
Augmentati
on 
Framework 

RoboTwin 
[84] 

Dual-arm 
manipulation data 
synthesis 

   Automatically synthesizes high-
quality dual-arm collaborative 
data through generative digital 
twins 

MimicGen 
[85] 

Automatic 
demonstration data 
augmentation 

   Automatically expands a small 
number of demonstrations and 
increases dataset scale at low cost 

RoboGen 
[86] 

Fully automated data 
generation exploration 

   AI automatically generates tasks 
and data, exploring fully 
automated production processes 

GenAug 
[87] 

Semantic-level visual 
data augmentation 

   Enhances visual data at the 
semantic level to improve policy 
generalization capability 

Simulation 
Training 
Framework 

Isaac Lab 
[88] 

GPU-accelerated 
high-fidelity 
simulation training 

   NVIDIA GPU-accelerated robot 
simulation platform supporting 
large-scale parallel training and 
Sim-to-Real transfer 

ManiSkill 
[89] 

Fine manipulation 
skill simulation 
training 

   A fine manipulation policy 
training and evaluation 
framework based on SAPIEN 

4. Application scenarios 

Key technologies can only be transformed into effective capabilities when integrated with real-world 
scenarios and tasks. This paper summarizes the typical applications of embodied intelligence into three 
categories: precision manipulation in structured environments, adaptive interaction in unstructured 
environments, and exploration and navigation in high-risk open domains, as shown in Figure 6. These 
three types of scenarios correspond to different technical requirements: structured scenarios emphasize 
precision, stability, and engineering integration; unstructured scenarios emphasize environmental 
adaptability and compliant interaction; high-risk open domains emphasize uncertainty reasoning, safety 
redundancy, and human–robot collaboration. 
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Figure 6. Typical applications of embodied intelligence. The conceptual figure was created with 
the assistance of ChatGPT and subsequently reviewed, edited, and refined by the authors. 

4.1. Precision manipulation in structured environments 

Structured environments are characterized by fixed spatial layouts, clear task objectives, and relatively 
known operating objects. They mainly include scenarios such as intelligent manufacturing, warehouse 
logistics, and scientific education. The core requirements of these scenarios are high precision, high 
stability, and repeatable operation. Therefore, they place greater emphasis on engineering reliability, 
process integration, and long-term data closed loops.  

In the automotive manufacturing field, robot systems based on VLA models (such as RT-1 [50] and 
RT-2 [44]) have recently begun to achieve end-to-end control from vision-language inputs to robot 
action outputs. Tesla Optimus achieves 3D perception capability comparable to automotive systems by 
reusing the FSD autonomous driving chip (Tesla AI Day Technical Report, 2021). Figure 02 [90] further 
validates engineering reliability in high-precision assembly tasks. Similarly, a recent embodied learning 
approach for peg‑in‑hole assembly achieves over 98% success rate by combining PPO, compliant force 
control, and force‑vision‑position fusion [91]. 

In warehouse scenarios, Locus Robotics [92] uses a cloud-native intelligent platform as the core, 
achieving human–robot collaborative operations through multi-sensor fusion localization and dynamic task 
allocation. Autonomous delivery robots realize automated last-mile logistics delivery through multi-sensor 
fusion perception and autonomous navigation technologies. 

Scientific research and education scenarios demonstrate the potential of embodied intelligence in 
automated scientific discovery. The robotic chemist platform [93] developed by the University of 
Science and Technology of China shortens the development cycle of high-entropy catalysts through 
robotic experiments and intelligent optimization. The Chemifarm automated synthesis facility developed 
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by the University of Glasgow [94] demonstrates an end-to-end process from code to compounds. The 
significance of these systems lies not only in improving experimental efficiency, but also in embedding 
embodied intelligence into the scientific discovery loop, enabling the gradual autonomous coordination 
of hypothesis generation, experimental execution, and result feedback. 

4.2. Adaptive interaction in unstructured environments 

Unstructured environments are characterized by changing object states and task objectives that require 
real-time adjustment based on environmental feedback. Since pre-programmed rules cannot cover all 
possible situations, embodied intelligence systems must possess real-time perception, semantic 
understanding, dynamic decision-making, and compliant interaction capabilities to operate reliably in 
scenarios such as agriculture, household services, and specialized operations. For agricultural operation 
scenarios, multi-source fusion localization, visual perception, and autonomous planning technologies 
have been applied to unmanned agricultural machinery, harvesting robots, and plant protection robots [95]. 
In household environments, healthcare robots developed by teams from Stanford University and other 
institutions employ imitation learning and full-body teleoperation collaborative training, jointly optimizing 
mobile manipulation data with existing datasets. Their core functions include basic household tasks, 
dietary assistance, and emergency assistance. Specialized operation scenarios require embodied intelligence 
systems to operate reliably in environments with high loads, high risks, or long-term human inaccessibility. 
The heavy-duty robotic arm system developed by the Institute of Plasma Physics, Chinese Academy of 
Sciences, achieves a high level of performance in fusion maintenance scenarios in terms of payload 
capability and dual-arm end-effector repeatability accuracy. These applications demonstrate that the value 
of embodied intelligence in extreme industrial and scientific environments lies not only in replacing 
human operations, but also in reducing systemic risks through remote perception, autonomous planning, 
and highly reliable execution. 

4.3. Exploration and navigation in high-risk open domains 

High-risk open domains are characterized by unknown or partially observable environments, extremely 
limited safety margins, and the need for real-time decision-making under incomplete information. Such 
scenarios not only challenge perception and planning capabilities but also require systems to possess 
redundant safety mechanisms, anomaly detection, task termination, and human–robot collaborative 
takeover mechanisms.  

Autonomous driving is an important validation scenario for embodied intelligence in high-risk open 
domains. Waymo [96] achieves autonomous driving capabilities in complex road environments through 
multi-sensor fusion, high-definition maps, and predictive planning. Tesla FSD [97] adopts an end-to-end 
neural network architecture based on visual inputs and continuously optimizes model performance 
through large-scale real-world driving data. In the inspection field, DJI M300 RTK drones are equipped 
with full-frame cameras and AI recognition algorithms. In logistics delivery, JD Logistics drones adopt 
multi-source fusion obstacle avoidance using vision and LiDAR. 

From application validation perspectives, structured precision manipulation emphasizes reliable 
reproduction and engineering integration, unstructured adaptive interaction emphasizes generalization 
and compliant decision-making, and high-risk open domains emphasize uncertainty reasoning under safety 
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constraints. These three types of scenarios jointly constitute a validation ladder for embodied intelligence 
from controllable deployment to open autonomy, and reveal an important trend, i.e., the maturity of 
embodied intelligence should not be evaluated only by single-task success rates, but should also consider 
long-term operation, anomaly recovery, cross-scenario transfer, and human–robot collaboration capabilities.  

5. Evaluation benchmarks 

After reviewing the typical application scenarios of embodied intelligence, how to systematically 
measure and analyze the performance of different agents in complex environments has become the core 
question addressed by evaluation benchmarks. This paper categorizes embodied intelligence evaluation 
benchmarks into three types: offline data-based evaluation, simulation-based evaluation and real-world 
hardware deployment evaluation. Data-based evaluation provides low-cost and reproducible preliminary 
screening; simulation-based evaluation examines interaction capabilities and robustness in long-tail 
scenarios; real-world based evaluation ultimately verifies safety, stability, and deployability under real 
physical constraints. 

5.1. Data-based evaluation benchmarks 

Data-based evaluation, also known as offline evaluation, refers to evaluating embodied intelligence models 
on fixed datasets without requiring real-time interaction between the model and the environment. This type 
of evaluation typically relies on pre-collected multimodal data, including visual observations, language 
instructions, robot states, action trajectories, and task labels. Model capabilities are measured by comparing 
model outputs with corresponding ground-truth annotations or predefined evaluation criteria. In this 
setting, datasets serve as the basis for evaluation, while the trained models or agents constitute the objects 
being evaluated. 

In current research, data-based evaluation methods can mainly be divided into four categories: behavior 
imitation-based evaluation, offline reinforcement learning evaluation, perception and association evaluation, 
and multimodal embodied reasoning evaluation. These evaluation methods generally rely on fixed datasets 
or pre-collected multimodal data as the basis for assessment, while the specific evaluation targets and metrics 
vary across categories. For behavior imitation-based evaluation, historical multimodal data and expert action 
trajectories can be used as references to assess the consistency between model-generated actions and 
demonstrated behaviors. For other evaluation settings, datasets may instead provide scene observations, 
language instructions, task descriptions, state-action-reward sequences, or other annotations for assessing 
perception, reasoning, planning, or policy performance. 

In offline reinforcement learning evaluation, models are evaluated on previously collected state-
action-reward sequences without online environment interaction. The prior collection of these data may 
involve environment interaction, but it is distinct from subsequent offline training and evaluation on the fixed 
dataset. The D4RL work proposed by Fu et al. [98] provides standardized offline reinforcement learning 
datasets and tasks that support systematic evaluation without online environment interaction. Perception 
and association evaluation assesses how embodied agent s interpret task instructions and associate linguistic 
and visual information with relevant objects, states, and task requirements, emphasizing multimodal 
perception, semantic grounding, and task understanding as the basis for subsequent action planning. 
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BabyAI [99] proposes a hierarchical task evaluation framework under controllable language 
instructions to systematically analyze instruction understanding and planning capabilities. ALFRED [100] 
combines language understanding with long-horizon manipulation and has become a representative 
benchmark for embodied task evaluation. With the introduction of large language models, SayCan [47] 
combines language model reasoning with executability evaluation, while PaLM-E [101] unifies vision, 
language, and robot control through multimodal large models, promoting the transition of perception and 
association evaluation from single-module testing toward comprehensive cognitive capability assessment. 

Multimodal embodied reasoning evaluation does not require models to execute actual actions. Instead, 
it evaluates spatial reasoning, task planning, and commonsense reasoning capabilities by providing scene 
descriptions, visual inputs, and task instructions. Huang et al. [102] first explored behavior generation 
evaluation using language models as zero-shot planners. The Voyager system [103] demonstrated a 
long-term autonomous exploration evaluation framework based on continual learning and skill 
accumulation in open-world environments. Meanwhile, comprehensive evaluation platforms such as 
EmbodiedBench [104] and SafeAgentBench [105] have begun to focus on unified multi-task evaluation 
and safety dimensions, reflecting the transition of embodied intelligence evaluation from single-metric 
performance testing toward multidimensional comprehensive evaluation systems. Representative datasets 
and benchmarks used for offline evaluation of embodied intelligence are summarized in Table 10. 

Table 10. Representative datasets and benchmarks for offline evaluation of embodied intelligence. 

Benchmark Dataset Core Tasks and Characteristics Data Type Data Scale Task Scenarios 
Open X-Embodiment 
[106] 

Contains 22 robot platforms and 
more than 1 million trajectories; 
currently one of the largest 
multimodal general-purpose 
datasets 

Real robot trajectories: 
RGB images, depth, 
language instructions, joint 
states, end-effector actions 

1M+ real robot 
trajectories 

Cross-robot multi-task 
manipulation (pick-and-
place, door opening, 
drawer operation, kitchen 
tasks, etc.) 

BridgeData V2 [107] Focuses on multi-task 
manipulation in kitchen 
environments, with high-quality 
data suitable for validating model 
generalization 

Real robot demonstrations: 
RGB images, natural 
language instructions, 7-
DoF actions 

60,000+ 
demonstration 
trajectories 

Multi-skill manipulation in 
kitchen scenarios (opening 
doors, placing bowls, 
wiping surfaces, folding 
towels, etc.) 

RT-1 [50] Industrial-scale real robot dataset 
containing 130,000 vision-
language-action samples 

Real robot data: RGB 
images, natural language 
instructions, end-effector 
actions 

130,000+ vision-
language-action 
samples 

Office and kitchen 
manipulation (pick-and-
place, drawer 
opening/closing, object 
moving, etc.) 

D4RL [98] Industrial standard for offline RL, 
containing diverse trajectories 
including maze tasks and robotic 
arm control 

Low-dimensional 
observations/states, 
actions, rewards, with 
some environments 
providing visual 
observations 

Millions of time steps 
(e.g., around 1M steps 
for MuJoCo tasks and 
around 5M steps for 
Adroit tasks) 

2D maze navigation, 
robotic arm control, Franka 
kitchen manipulation, 
dexterous hand operation 

RL Unplugged [108] Focuses on evaluating model 
capabilities in complex control 
tasks 

Pixel-level RGB 
images/low-dimensional 
states, actions, rewards 

Billions of interaction 
frames (around 200M 
frames per Atari game, 
DMC tasks, etc.) 

Atari 2600 games, 
DeepMind Control Suite 
continuous control tasks 

ALFRED [100] Requires models to complete 
multi-step interactions in 
household environments 
according to long natural 
language instructions 

Egocentric RGB videos, 
natural language 
instructions, discrete action 
sequences 

25,743 instructions, 
8055 task instances 

Multi-step daily tasks in 
household environments 
(AI2-THOR), such as 
“heating an apple” and 
“cleaning objects” 

BabyAI [99] Focuses on logical reasoning and 
tests compositional generalization 
through millions of automatically 
generated instructions 

Grid-world state 
representations, 
programmatically 
generated synthetic 
language instructions, 
discrete actions 

Millions of 
automatically 
generated instruction-
trajectory pairs 

Finding, picking, and 
moving objects of specific 
colors/shapes according to 
compositional instructions 
in grid environments 

ScanRefer [109] Emphasizes 3D spatial 
understanding and evaluates the 
accuracy of associating language 
instructions with 3D physical 
entities 

3D indoor scene scans 
(RGB-D point clouds), 
natural language 
descriptions, 3D object 
bounding boxes 

51,583 language 
descriptions covering 
800+ real indoor 
scenes 

Localizing unique target 
objects in indoor 3D 
scenes based on long 
natural language 
descriptions 
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Table 10. Cont. 

Benchmark Dataset Core Tasks and Characteristics Data Type Data Scale Task Scenarios 
EmbodiedBench[104] Comprehensive evaluation 

covering spatial navigation, 
object manipulation, and long-
horizon logical planning 

Visual observations from 
multiple simulators 
(RGB/RGB-D), language 
instructions, 
discrete/continuous action 
spaces 

Integrated multiple 
environments with 
approximately 1,000+ 
evaluation tasks 

Indoor navigation, multi-
step object manipulation, 
long-horizon 
commonsense reasoning 
and planning 

SafeAgentBench [105] Focuses on safety evaluation and 
assesses agent capabilities under 
constraints 

Natural language task 
descriptions, safety rules, 
environmental states and 
feedback 

500+ safety-critical 
tasks 

Embodied manipulation or 
Web interaction requiring 
avoiding damage and 
following safety rules 

MineDojo 
[110]/Voyager [103] 

Based on Minecraft, evaluating 
skill accumulation and continual 
learning in open-world 
environments 

Minecraft gameplay 
videos, large-scale 
encyclopedia text, 
procedurally generated 
tasks 

330,000 hours of 
videos, 730K+ Wiki 
pages, thousands of 
programmable tasks 

Open-world exploration, 
tool crafting, technology 
tree unlocking, and 
survival challenges in 
Minecraft 

However, the above benchmark datasets still exhibit significant limitations in evaluating 
embodied intelligence. Most task scenarios are highly controlled and involve limited closed-loop 
interactions, while evaluation metrics primarily rely on task success rates. As a result, they fail to 
comprehensively reflect the robustness, safety, and long-horizon continual learning capabilities of 
models in real-world open environments. For perception robustness, adversarial testing provides a 
complementary evaluation dimension by deliberately probing model vulnerability under challenging 
visual conditions; DSAdv, for example, demonstrates a diffusion-based framework for generating 
high-fidelity adversarial examples to evaluate the robustness of autonomous driving perception 
algorithms [111]. Furthermore, a generalization gap from simulation to reality remains prevalent. 

5.2. Simulation-based evaluation benchmarks 

Current mainstream simulation platforms for embodied intelligence evaluation can be categorized into 
three types according to their core capabilities. The first category is represented by NVIDIA Isaac Lab [112], 
a large-scale parallel training and evaluation platform that supports large-scale robot learning and 
evaluation based on GPU parallel computing. By utilizing vectorized environments, it enables thousands 
of parallel simulations, achieving high-throughput evaluation of robotic policies. It also supports 
parameterized scenario generation and domain randomization techniques to automatically construct test 
cases covering different lighting conditions, object properties, and environmental disturbances. The second 
category consists of task-specific manipulation evaluation platforms, represented by ManiSkill [89] and 
ManipulaTHOR [113]. ManiSkill provides a hierarchical evaluation framework covering task types such 
as grasping, placing, and assembly. ManipulaTHOR, in contrast, focuses on vision-guided manipulation 
tasks by providing simulation environments specifically designed for vision-driven robotic manipulation. 
The third category comprises navigation and interaction platforms, represented by Habitat [114] and 
iGibson [115]. Habitat emphasizes large-scale scene coverage and statistical significance, supporting 
systematic evaluation across thousands of different 3D scanned environments. iGibson reconstructs 
realistic household and office environments, providing a validation platform for the long-term 
autonomous operation of service robots in complex real-world settings. Representative simulation 
platforms are summarized in Table 11. 
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Table 11. Typical simulation platforms for embodied intelligence. 

Simulation Platform 
Category Platform Rendering Engine Ray 

Tracing 
Physically Based 
Rendering (PBR) 

Parallel 
Rendering 

Open 
Source 

Large-Scale Parallel 
Training and 
Evaluation Platform 

Isaac Lab [112] Vulkan    Y 

Task-Specific 
Manipulation 
Evaluation Platform 

ManiSkill [89] SapienRenderer 
(Vulkan-based)    Y 

ManipulaTHOR 
[113] OpenGL-based    Y 

Navigation and 
Interaction Platform 

Habitat [114] Magnum/OpenGL  Partial  Y 

iGibson [115] PyBullet OpenGL / 
TinyRender    Y 

Although simulation-based evaluation provides an efficient and safe approach for validating 
embodied intelligence systems, its effectiveness depends on whether it can faithfully reflect the key 
risks encountered in deployment environments. Current simulation-based evaluation faces at least 
three major challenges. First, the simulation-to-reality (Sim-to-Real) gap still causes policies to fail in 
real-world environments. Second, there exists a trade-off between evaluation coverage and interpretability: 
overly simplified scenarios cannot expose the boundary capabilities of models, whereas excessively 
complex scenarios make it difficult to identify the causes of failure. Third, although generative 
simulation based on multimodal foundation models [116] has improved scenario diversity, its physical 
fidelity and task validity still require further calibration. Therefore, simulation should not be regarded 
as a substitute for the real world, but rather as an intermediate layer connecting offline validation and 
real-world deployment. 

5.3. Physical deployment-based evaluation benchmarks 

Evaluation in real physical environments has become a core criterion for assessing the practicality of 
embodied intelligence systems. A series of standardized physical deployment benchmarks have been 
proposed to promote reproducible capability evaluation from different perspectives. For long-horizon and 
complex manipulation, BEHAVIOR Robot Suite [117] transfers BEHAVIOR simulation tasks to real robot 
execution, while FurnitureBench [118] focuses on real-world furniture assembly and evaluates planning 
robustness in high-rigidity tasks through under-constrained part assembly and long-horizon interactions. In 
terms of multi-task generalization, RH20T [119] establishes a unified evaluation protocol covering more 
than 50 real-world manipulation tasks, with an emphasis on cross-task skill transfer. For long-horizon 
language instruction following and functional manipulation, FMB [120] specifically evaluates the ability to 
use functional tools such as scissors and lighters that require task-specific manipulation to accomplish their 
intended functions. For language-guided manipulation in open environments, these benchmarks collectively 
cover a broad evaluation spectrum ranging from dexterous assembly and multi-task manipulation to language 
instruction following, functional interaction, and mobile navigation, reflecting the transition of physical 
evaluation from demonstrating isolated capabilities toward systematic and multidimensional reliability 
assessment. Representative physical deployment benchmarks are summarized in Table 12. 
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Table 12. Typical physical benchmarks for embodied intelligence. 

Benchmark Robot 
Configuration 

Task Type Task 
Environment 

Task Duration/ 
Complexity 

Core Evaluation 
Metrics 

Data Collection 
and Training 
Paradigm 

Unique 
Contribution 
and 
Positioning 

BEHAVIOR 
Robot Suite [117] 

Fixed-base single-
arm robot 

Long-horizon 
household 
tasks 

Standardized 
real kitchens 
and storage 
rooms 

Long-horizon, 
requiring multi-step 
object interactions 

Task success rate, 
generalization, 
reproducibility score 

Simulation-to-real 
policy transfer, 
partially supported 
by teleoperation 

Physical 
realization of 
the 
BEHAVIOR 
simulation 
benchmark 

FurnitureBench 
[118] 

Fixed-base robotic 
arm 

Real 
furniture 
assembly 

Laboratory-
based real 
assembly 
workstation 

Tens of minutes per 
assembly task with 
under-constrained 
assembly 

Assembly 
completion, force-
control robustness, 
error recovery 

Teleoperation and 
autonomous 
policy learning 

Physical 
benchmark for 
long-horizon 
high-rigidity 
assembly 

RH20T [119] Fixed-base or 
mobile single-arm 
robot 

Large-scale 
real-world 
robot 
manipulation 
dataset and 
benchmark 

Standardized 
multi-task 
tabletop and 
real-world 
scenarios 

Multi-step long-
horizon tasks 
including navigation 
and manipulation 

Multi-task success 
rate, cross-task skill 
transfer 

Teleoperation 
demonstrations 
with unified 
multimodal 
settings 

Physical 
benchmark for 
multi-task 
generalization 

FMB [120] Fixed-base or 
mobile single-arm 
robot 

Functional 
object 
manipulation 

Standardized 
tabletop tool 
scenarios 

Continuous action 
sequences enabling 
reproducible 
dexterous behaviors 

Functional success 
rate, tool 
generalization 

Teleoperation and 
autonomous 
policies 

Benchmark for 
tool use and 
functional 
interaction 

However, while pursuing standardization and reproducibility, current physical deployment benchmarks 
still face several critical limitations. First, the coverage of scenarios and tasks remains insufficient. Most 
benchmarks rely on structured tabletop settings or fixed indoor layouts and therefore cannot adequately 
represent open-world factors commonly encountered in real applications, such as visual distractions, 
dynamic objects, and changing human intentions. Second, the evaluation dimensions remain relatively 
limited, with task success rate serving as the primary metric, while comprehensive aspects such as 
execution efficiency, operational safety, energy consumption, error recovery capability, and the naturalness 
of human–robot interaction are rarely evaluated systematically. Third, benchmark construction and 
maintenance are expensive, as scene resetting, equipment calibration, and manual demonstrations require 
substantial human effort, limiting large-scale expansion and rapid iteration. Fourth, current evaluation 
protocols have yet to fully incorporate assessments of long-term continuous operation, lifelong learning, 
out-of-distribution generalization, and continual adaptation in human–robot coexisting environments. 

To address these challenges, recent studies are reshaping the paradigm of physical deployment 
evaluation from multiple directions. In terms of automation and scalability, large vision-language models 
and generative methods are being employed to automatically construct task variants and perform fine-grained 
semantic evaluation, significantly reducing the cost of manual resetting and annotation while promoting 
the emergence of scalable open benchmarks. Regarding the expansion of evaluation dimensions, 
comprehensive benchmarks incorporating mobile manipulation, whole-body dexterous coordination, and 
shared human–robot manipulation are emerging, integrating safety, natural interaction, and task execution 
efficiency into a unified evaluation framework. For long-term and adaptive evaluation, lifelong learning 
benchmarks and incremental evaluation protocols in continuously evolving environments have been 
proposed, enabling robots to continually receive new tasks and undergo periodic re-evaluation in real 
environments, thereby characterizing their long-term reliability and capability development. Meanwhile, 
a trend toward unified cross-embodiment evaluation is beginning to emerge. By abstracting task 
representations and skill primitives, researchers are attempting to establish comparable capability metrics for 
different robot embodiments, such as single-arm manipulators, mobile dual-arm robots, and humanoid 
robots. These advances are driving physical deployment evaluation beyond static snapshots of capability 
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toward dynamic, open, and sustainable lifecycle validation, providing a more solid evaluation foundation for 
the future deployment of general-purpose embodied intelligence systems in the real world. 

6. Key challenges 

Although significant progress has been achieved in the key technologies of embodied intelligence, 
substantial limitations remain in deploying these systems in real-world complex environments, such as 
precision manipulation tasks in manufacturing [43] and long-horizon operation tasks [121]. From the 
perspective of the current state of the art, the major challenges of embodied intelligence are illustrated 
in Figure 7. 

 

Figure 7. Key challenges of embodied intelligence. The conceptual figure was created with the 
assistance of ChatGPT and subsequently reviewed, edited, and refined by the authors. 

(1) Scarcity of High-Quality Data. High-quality robot interaction data remain the primary bottleneck 
limiting the scalability of embodied intelligence. The lack of unified standards across different robot 
embodiments, sensor configurations, and task protocols makes data difficult to reuse across platforms. 
In addition, key modalities such as force, tactile, and contact-state information are expensive to collect 
and inherently noisy, making it challenging for models to learn fine-grained physical interactions. Future 
research should establish cross-embodiment, cross-task, and cross-scenario data standards and sharing 
mechanisms while improving long-tail coverage through simulation-based data generation, active 
sampling, and failure-case collection. 

(2) Long-Horizon Memory and Planning. Embodied tasks often involve multi-step operations, delayed 
feedback, and irreversible consequences, making myopic reactive policies insufficient for ensuring overall 
task success. World Models and World Action Models provide a promising foundation for anticipatory 
planning, yet long-horizon reasoning still suffers from error accumulation, state compression distortion, 
and uncertainty propagation. Future research should integrate long-term memory, hierarchical planning, 
and uncertainty estimation to enable embodied agents to perform revisable multi-step decision-making 
in open environments. 

(3) Multimodal Data Fusion. Vision, language, force, tactile sensing, and proprioception differ 
significantly in temporal scales, spatial resolutions, and noise characteristics. Current models tend to 
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rely excessively on visual semantics while underutilizing low-level physical signals such as contact, 
force control, and material properties. Future multimodal fusion should evolve from simple feature 
concatenation toward task-oriented representation learning, with particular emphasis on cross-modal 
alignment, robustness to missing modalities, and the interpretability of physical signals. 

(4) Edge Deployment and Inference Acceleration. Embodied intelligence systems must perform 
real-time decision-making under constraints of limited computational resources, power consumption, 
and communication bandwidth. However, the inference latency of large foundation models is inherently 
incompatible with millisecond-level motion control. Techniques such as model compression, knowledge 
distillation, sparse activation, and edge-cloud collaboration can alleviate this issue, but they must 
simultaneously preserve policy safety and cross-scenario generalization. Future edge deployment should 
focus not only on making models smaller but also on establishing hierarchical decision-making 
mechanisms that coordinate fast and slow systems. 

(5) Model Safety and Trustworthiness. Since embodied intelligence directly interacts with the 
physical world, failures may result in equipment damage, human injury, or task failure. The black-box 
nature of end-to-end models makes accident tracing and responsibility attribution more difficult, while 
the stability and safety guarantees developed in classical control theory are not readily applicable to 
neural network-based policies. Future research should integrate interpretable decision-making, formal 
constraints, safety monitoring, and human intervention mechanisms into a unified framework, 
transforming safety from a post hoc remedy into an intrinsic design principle. 

(6) Continual Learning of Skills. Real-world environments evolve continuously, requiring embodied 
agents to update their capabilities after deployment. However, learning new tasks may degrade 
previously acquired knowledge, creating a trade-off between stability and plasticity. Future research 
should balance parameter-efficient adaptation, memory replay, task boundary identification, and online 
evaluation, enabling models to accumulate long-term experience while minimizing catastrophic forgetting. 

(7) Unified Modeling of Navigation and Manipulation. Navigation and manipulation focus on 
large-scale spatial mobility and fine-grained local interaction, respectively, and differ substantially in 
coordinate systems, action primitives, and feedback frequencies. Simply cascading navigation and 
manipulation modules cannot effectively address challenges such as manipulation during locomotion, 
navigation error propagation, and dynamic target changes. Future research should develop unified 
spatial-action representations that enable embodied agents to perform continuous closed-loop operations 
encompassing reaching, alignment, manipulation, and replanning within a single framework. 

(8) Multi-Agent Collaboration. A single embodied agent is insufficient for large-scale, long-duration, 
and highly complex tasks. Multi-agent collaboration is therefore expected to become an important direction 
for applications such as agriculture, inspection, warehousing, and emergency response. The key challenges 
include distributed perception consistency, task allocation across heterogeneous platforms, collaborative 
decision-making under communication constraints, and safety guarantees for collective behaviors. 
Future research should extend from individual policy learning toward group intention modeling and 
collaborative robustness evaluation. 

7. Conclusion 

Embodied intelligence is shifting the focus of artificial intelligence research from information processing 
in digital space toward autonomous interaction in the physical world. This paper first analyzes the 
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fundamental differences between embodied intelligence, teleoperation, and conventional automation, and 
systematically reviews the evolutionary pathway from disembodied intelligence to spatial intelligence, 
physical intelligence, and embodied intelligence. It then presents a comprehensive overview of the key 
technological framework of embodied intelligence from five aspects: robotic embodiment, the cerebellum, 
the brain, data collection, and training methods. Particular attention is given to several representative 
embodied brain paradigms, including the traditional hierarchical modular architecture, large model-driven 
hierarchical architecture, VLA models, World Models, and World Action Models. Subsequently, the 
current application status of embodied intelligence is reviewed across three representative scenarios: 
precision manipulation in structured environments, adaptive interaction in unstructured environments, and 
exploration in high-risk open domains. Furthermore, three major evaluation paradigms, namely offline 
data-based evaluation, simulation-based evaluation, and real-world physical evaluation, are analyzed in 
terms of their respective advantages and practical limitations. Finally, considering deployment in real-world 
complex environments, eight major technical challenges are identified, including data infrastructure, long-
horizon planning, multimodal fusion, edge deployment, safety and trustworthiness, continual learning, 
unified navigation and manipulation, and multi-agent collaboration. By systematically reviewing the 
fundamental concepts, key technologies, representative application scenarios, evaluation methodologies, and 
future challenges of embodied intelligence, this paper provides a clear conceptual framework, a structured 
technical roadmap, and practical guidance for advancing embodied intelligence from laboratory 
demonstrations toward real-world deployment. 
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